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Abstract 
 

 

As processor clock speeds have increased along with microarchitectural innovations, the gap 

between processor and memory performance has become a greater bottleneck and 

improvements in memory system design have become more important. This dissertation 

focuses on improving memory performance through the addition of novel functionalities in 

the memory system. Specifically, we have proposed two different techniques to hide the 

latency for memory accesses: Incorrect Speculation and Address Correlation. Both 

techniques, while based on different ideas, try to reduce or eliminate the misses in the data 

cache either by prefetching or data forwarding. The two techniques of prefetching and data 

forwarding by correlated addresses are complementary, one trying to bring the data into the 

cache before it is requested by the processor, and the other trying to forward the data that is 

already residing in the cache at one or more correlated addresses on a miss of a requested 

address.  

 
The speculated execution of threads in a multithreaded architecture, plus the branch 

prediction used in each thread execution units, allows many instructions to be executed 

speculatively, that is, before it is known whether they actually will be needed by the program. 

We have examined how the load instructions executed on what turn out to be incorrectly 

executed program paths impact the memory system performance. We have 
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found that incorrect speculation (wrong execution) on the instruction- and thread-level 

provides an indirect prefetching effect for the later correct execution paths and threads. By 

continuing to execute the mispredicted load instructions even after the instruction- or thread-

level control speculation is known to be incorrect, the cache misses observed on the correctly 

executed paths can be reduced, typically from 42-73%. However, we also found that these 

extra loads can increase the amount of memory traffic and can pollute the cache. We 

introduce the small, fully-associative Wrong Execution Cache (WEC) to eliminate the 

potential pollution that can be caused by the execution of the mispredicted load instructions. 

Our simulation results show that the WEC can improve the performance of a concurrent 

multithreaded architecture up to 18.5% on the benchmark programs tested, with an average 

improvement of 9.7%, due to the reductions in the number of cache misses. 

 

In another approach, we investigate a program phenomenon, Address Correlation, which 

links addresses that reference the same data. This work shows that different addresses 

containing the same data can often be correlated at run-time to eliminate a load miss or a 

partial hit. For the programs tested, 57-99% of all L1 data cache load misses, and 4-85% of 

all partial hits, can be supplied from a correlated address already found in the cache. Our 

source code-level analysis shows that semantically equivalent information, duplicated 

references, and frequent values are the major causes of address correlations. We also show 

that, on average, 68% of the potential correlated addresses that could supply data on a miss of 

an address containing the same value can be correlated at run time. These correlated 

addresses correspond to an average of 62% of all misses in the benchmark programs tested. 

 

This research makes the following contributions. Firstly, it examines the effect of Incorrect 

Speculation on the memory performance, and introduces the concept of wrong-path and 

wrong-thread execution. Secondly, it proposes a Wrong Execution Cache to hide the latency 

of memory accesses by taking advantage of wrong execution. Finally, it investigates a 

program phenomenon, Address Correlation, which links addresses that reference the same 

data and shows that different addresses containing the same data can often be correlated at 

run-time to help improve the memory performance.  
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Chapter 1  
 
Introduction 
 

 

Both performance and compatibility have driven the development of superscalar 

microprocessors. Superscalar processing, the ability to process multiple instructions 

during the same cycle, is one of the latest architectural innovations aimed at producing 

ever faster microprocessors. Introduced at the beginning of 1990s, superscalar 

microprocessors are now being designed and produced by all the microprocessor vendors 

for high-end products. Examples of current generation superscalar microprocessors 

include MIPS R10000, Alpha 21364, AMD K7, Intel Pentium 4, Sun UltraSPARC IV, 

HP PA8500, and IBM Power PC 750. 

 

For years, processor speeds have been rising rapidly, but actual application performance 

gains have been much lower. According to a February 2002 PC Magazine article, a 2.2-

GHz Intel Pentium 4 processor offered an 83 percent increase in frequency over a 1.2-

GHz Intel Celeron processor but delivered only a 20 percent gain in actual system 

performance.  

 

The problem is an ever-increasing gap in processor and memory speeds. Moore's Law 

states that the number of transistors on a chip will double every 24 months, effectively 
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doubling processor speeds about every two years. Meanwhile, memory speeds have only 

been doubling every six years. As a result, today's blazing processors are stalled as much 

as 75 percent of the time while they wait for memory to fetch required data--and this 

promises to only get worse. Hence computer designers are faced with an increasing 

Processor-Memory Performance Gap [Pat96], which now is the primary obstacle to 

improved computer system performance. This dissertation examines this problem and 

proposes two different techniques to improve the memory system performance. 

 

The remainder of this chapter is organized as follows. Section 1.1 is a brief introduction 

to superscalar microprocessors. In Section 1.2, we describe Instruction Level parallelism 

that a superscalar processor exploits and its limiting factors. Sections 1.3 and 1.4 explain 

two of these big problems that limit the ILP in details: control dependence and memory 

bottleneck, respectively.  Two techniques to improve the memory performance are 

shortly described in the following two sections. Incorrect Speculation is introduced in 

Section 1.5 and Section 1.6 introduces Address Correlation. Section 1.7 lists the 

contributions of the dissertation, and Section 1.8 gives the organization of the dissertation 

in the following chapters. 

 

 

1.1. Superscalar Microprocessors 
 

A typical superscalar processor, shown in Figure 1.1, fetches and decodes the incoming 

instruction stream several instructions at a time. As part of the instruction fetching 

process, the outcomes of conditional branch instructions are usually predicted in advance 

to ensure an uninterrupted stream of instructions. The incoming instruction stream is then 

analyzed for data dependences, and instructions are distributed to functional units, often 

according to instruction type. Next, instructions are initiated for execution in parallel, 

based primarily on the availability of operand data, rather than their original program 

sequence. This important feature, present in many superscalar implementations, is 
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referred to as dynamic instruction scheduling. Upon completion, instruction results are 

re-sequenced so that they can be used to update the process state in the correct (original) 

program order in the event that an interrupt condition occurs. Because individual 

instructions are executed in parallel, superscalar processors exploit what is referred to as 

instruction level parallelism (ILP). 

 

 

 

 
 

Figure 1.1  Organization of a Superscalar Processor 
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data dependences, control dependences, and long latency operations, while focusing to 

two of these limiting factors: control dependences and memory latency. 

 

 

 

1.2. Instruction Level Parallelism and the Limiting Factors 
 

One of the major features of modern processors is the use of a pipelined instruction 

execution. Pipelining is an implementation technique whereby multiple instructions are 

overlapped in execution. This potential overlap among instructions is called Instruction-

Level Parallelism (ILP) since the instructions can be evaluated in parallel. Pipelining tries 

to retire one instruction per clock cycle.  To increase the number of instructions per clock 

cycle, superscalar pipelining is a technique of microprocessor design which replaces an 

instruction pipeline with multiple pipelines, ideally enabling the processor to handle more 

than one instruction per clock cycle. This is done by replicating the internal components 

of the processor. The operation of superscalar microprocessors is given in section 1.1.  

 

The success of a superscalar processor design is determined by how much ILP it can 

exploit. There may be limits to the ILP that can be exposed and exploited by currently 

known superscalar methods, even if very aggressive methods are used. Since the 

instructions can be executed in parallel only if they are independent of each other, 

methods to break the limits caused by the dependences have become important.  

 

In order to determine how much parallelism exists in a program and how that parallelism 

can be exploited, we must determine how one instruction depends on another. In 

particular, to exploit ILP we must determine which instructions can be executed in 

parallel. If two instructions are independent of each other, they are parallel and they can 

execute simultaneously without any delays, assuming the pipeline has sufficient 

resources. Two instructions that are dependent are not parallel and cannot be executed at 
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the same time. 

 

There are three types of dependences: true (data) dependences, false (name) dependences, 

and control dependences. Two instructions have a dependency if changing their order 

changes their effect, either because of changes in the data values used or because one 

instruction’s execution is conditional on the other. Some dependences are real, reflecting 

the true flow of the computation. Others are false dependences, accidents of the code 

generation or our lack of precise knowledge about the flow of data. Two instructions 

have a true data dependency if the result of the first is an operand of the second. The 

second type of dependence is a false (name) dependence. A name dependence occurs 

when two instructions use the same register or memory location, called a name, but there 

is no flow of data between the instructions associated with that name. There are two types 

of name dependences. An anti-dependence between two instructions occurs if the first 

uses the old value in some location and the second sets that location to a new value. 

Similarly, an output dependence occurs between two instructions if they both assign a 

value to the same location. Finally, there is a control dependency between a branch and 

an instruction whose execution is conditional on it. 

 

Since dependences can limit the amount of ILP we can exploit, several methods have 

been developed to overcome these limitations. Code transformation and dynamic 

scheduling are two common methods to break the limits caused by data dependences. 

Similarly, register renaming is a technique used to eliminate the name dependences. 

 

Perhaps, the most important of these limits results from conditional branches. To exploit   

more ILP, designers have explored an idea called speculation, which allows the execution 

of an instruction before the processor knows that the instruction should execute (i.e., it 

avoids control dependence stalls). The solution is to predict the path that the branch 

follows, i.e., branch prediction. While correct branch prediction/speculation essentially 

eliminates control dependences, mispredictions are still a major bottleneck requiring 
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complete squashing. Studies [Yeh92, Yeh93] that compare performance using real branch 

prediction with theoretically perfect branch prediction note a significant performance 

decline when real prediction is used. These studies show that good performance requires 

both a good instruction schedule and speculative execution. What is not known is how to 

best schedule instructions for a superscalar machine that supports aggressive speculative 

execution and how much speculative execution support is necessary to achieve good 

performance. 

 

In addition, one of the most important factors that ultimately limit the performance is the 

widening gap between processor and main memory performance. While memories have 

gotten larger with each generation, they have not gotten much faster. Processor speeds, 

on the other hand have improved markedly. The increasingly fast processors are spending 

a larger fraction of time waiting for memory. A number of solutions are being considered, 

ranging from more sophisticated data cache designs, better cache prefetch methods, more 

developed memory hierarchies, and memory chip designs that are more effective at 

providing data. This issue affects not only all the proposed methods for increasing 

instruction level parallelism, but also the superscalar implementations. 

 

Dependences make it difficult to schedule instructions in parallel. Especially, when the 

dependent instruction waits for the result of a relatively much longer operation (retrieving 

data from memory), the processor sits idle longer. While many instructions have multi-

cycle execution latencies, load instructions latencies have a disproportionately large 

effect on the performance since they have a very wide range of latencies, despite using 

multi-level data caches and other microarchitectural techniques such as out-of-order 

execution and prefetching.  It is clear that memory latency is a bottleneck for the overall 

processor performance and requires techniques to hide this latency in order to service the 

waiting instructions faster.  

 

This dissertation focuses on designing ways of improving memory performance. In the 
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following subsections, we describe the limiting factors for ILP including branch 

instructions and the memory latency. We then introduce the incorrect speculation and 

address correlation – the techniques to hide the long memory latencies so as to increase 

the ILP. 

 

 

1.3. Speculative Execution and Branch Prediction 
 

Parallelism within a basic block1 is usually quite limited, mainly because basic blocks are 

usually quite small. Approximately every seventh instruction in an instruction stream is a 

branch instruction [Pat96], which potentially interrupts the instruction flow through the 

pipeline. The approach of speculative execution tries to mitigate this by scheduling 

instructions across branches. This is hard because we don’t know which way future 

branches will go and therefore which path to select instructions from. 

 

The most common approach to speculative execution uses branch prediction. The 

hardware or the software predicts which way a given branch will most likely go, and 

speculatively schedules instructions from that path. Branch prediction techniques can be 

classified into static or dynamic.  Static branch prediction is a simple prediction technique, 

which either always uses a fixed prediction direction or allows compiler to determine the 

prediction direction. The prediction direction of a branch instruction is never changed. 

Static prediction techniques constitute of compile time heuristics or profile based 

methods.  An alternative to static prediction is dynamic branch prediction, which usually 

has superior performance. In a dynamic prediction scheme, prediction is decided on the 

computation history of the program. After a start-up phase of the program execution, 

where a static branch prediction might be effective, historical information is gathered and 

dynamic branch prediction becomes more effective. 

 

                                                 
1 A basic block is a straight-line code sequence with no transfers in or out, except at the beginning or end. 
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Several branch prediction schemes were proposed. Basic hardware branch prediction 

schemes, one-bit and two-bit predictors, are first introduced by J.E. Smith [Smi81] and by 

A. Smith and Lee [Smi84]. These predictors maintain a branch history table (BHT) to 

store the recent behavior of a branch to predict the future of that branch. McFarling and 

Hennessy [McF86] did a quantitative comparison of a variety of compile-time and run-

time branch prediction schemes. Pan et al. [Pan92] developed so-called correlation-based 

or correlating predictors that use the recent behavior of other branches to make a 

prediction rather than just the recent behavior of the branch we are trying to predict. 

Fisher and Freudenberger [Fis92] evaluated a range of compile-time branch prediction 

schemes using the metric of distance between mispredictions. Yeh and Patt [Yeh92, 

Yeh93] have written several papers on multi-level predictors that use branch histories for 

each branch. McFarling [McF93] analyzed the two-bit predictors and correlation-based 

predictor schemes and introduced a number of new predictors, e.g., gselect and gshare 

predictors. He also proposed to combine multiple separate branch predictors, each tuned 

to a different class of branches. Hybrid predictors are proposed by several studies [Yeh92, 

Yeh93, You94, Gru98]. 

 

Branch prediction increases the number of instructions available for the scheduler to issue, 

i.e., increases the ILP. The performance of branch prediction depends on the prediction 

accuracy and the cost of misprediction. The misprediction penalty depends on many 

organizational features: the pipeline length (favoring shorter over longer pipelines), the 

overall organization of the pipeline, whether misspeculated instructions can be removed 

from internal buffers, or have to be exceuted and can only be removed in the retire stage. 

Further dynamic aspects that influence the misprediction penalty are the number of 

speculative instructions in the instruction window. Typically, only a limited number of 

instructions can be removed each cycle. Therefore, rerolling (restoring the processor state 

to the state prior to the predicted branch) when a branch is mispredicted is typically 

expensive, for example, 17 or more cycles in the Intel Pentium 4 [Gla00] or 7 or more 

cycles in the Alpha 21264 processors [Ska99]. The high misprediction penalty in current 
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and prospective future processors shows that the importance of good branch prediction 

mechanisms for the overall performance of a processor. 

 

In this dissertation, we do not propose better branch prediction mechanisms; rather we 

investigate the effect of mispredictions on the memory performance due to the execution 

of the speculative load instructions. Our focus is reducing the gap between the processor 

and the memory performance. We propose an aggressive technique far beyond 

speculative execution to reduce the latency of the memory operations, which is described 

in Section 1.5. 

 

1.4. Memory Bottleneck 
 

The two most important components in a computer are the processor and the memory. 

The execution speed of computer programs is highly determined by these two 

components. Processor speed and memory speed improve at different rates. While 

processors' speed generally increases by a factor of 2 every 18 months, memory speed 

improves by about 5% a year. This leads to the speed gap between the memory and the 

processor that doubles every 21 months. Currently, a processor can perform hundreds of 

calculations in the time needed to fetch a data element from the memory. 

 

Techniques to resolve the unbalanced computers with fast processors and slow memory, 

in which the processors are idle most of the time because memory cannot serve data at 

adequate speed, need to be developed. Hierarchy of cache memories has been used for 

more than 20 years to bridge the speed gap between fast processors and slow memories.  

 

Existing cache memory architectures are based on the application characteristics of 

spatial locality (i.e., items whose addresses are near one another tend to be referenced 

close together in time) and temporal locality (i.e., recently accessed items are likely to be 

referenced again in the future). The existing cache architectures imply one cache 
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organization, which benefits from both localities. 

 

Typically a current processor has multiple cache levels, as shown in Figure 1.2, where 

each level has a different tradeoff between size and speed, e.g. a first level cache (L1) of 

16KB with the same speed as the processor, a second level cache (L2) of 512KB which is 

ten times slower, and a main memory of 512MB which is a hundred times slower than 

the processor. 

 

 

 

 

 

 

 
 
 
 
 
 
 
 

Figure 1.2  Cache Memory Organization 
 

The cache memories have been used for years to close the speed gap between processor 

and memory. However, as processors get faster, they execute larger programs with larger 

data sets. For such programs, caches can be ineffective. That is, these programs could 

suffer a large number of cache misses, even on a processor with a large cache. Computer 

designers developed several hardware and software methods to address this problem. 

Prefetching and data forwarding are the most popular methods proposed attacking the 

processor/memory speed gap. 

 

This dissertation is an effort to develop new hardware mechanisms that will help narrow 

Processor 
& 

First Level Cache (L1)

Main memory 

Second Level Cache (L2)

Hard disks, optical 
disks, magnetic tapes



    
  
 

11

the growing CPU memory speed gap. The following two sections present Incorrect 

Speculation and Address Correlation, respectively, to improve the memory performance. 

 

 

1.5. Incorrect Speculation (Wrong Execution) 
 

In this dissertation, we introduce the concept of wrong execution – a technique that 

allows continuing execution of load instructions even after the control speculation is 

known to be wrong. We have tested our idea of incorrect speculation in a superscalar 

processor and in a concurrent multithreaded processor. The details of the concurrent 

multithreaded processor used in this study is given in Chapter 2. 

 

A superscalar processor can use branch prediction to speculatively execute instructions 

beyond basic block-ending conditional branches. If a branch prediction ultimately turns 

out to be incorrect, the processor state must be restored to the state prior to the predicted 

branch and execution must be restarted down the correct path. Simultaneously, a 

concurrent multithreaded architecture can aggressively fork speculative successor threads 

to further increase the amount of parallelism that can be exploited in an application 

program. If a speculated control dependence turns out to be incorrect, the non-speculative 

head thread must kill all of its speculative successor threads.  

 

With both instruction- and thread-level control speculation, a multithreaded architecture 

may issue many memory references which turn out to be unnecessary since they are 

issued from what subsequently is determined to be a mispredicted branch path or a 

mispredicted thread. However, these incorrectly issued memory references may produce 

an indirect prefetching effect by bringing data or instruction lines into the cache that are 

needed later by correctly-executed threads and branch paths. Unfortunately, these 

additional memory operations will increase the memory traffic and may pollute the cache. 
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Existing superscalar processors with deep pipelines and wide issue units do allow 

memory references to be issued speculatively down wrongly-predicted branch paths. In 

this study, however, we go one step further and examine the effects of continuing to 

execute the loads issued from both mispredicted branch paths and mispredicted threads 

even after the speculative operation is known to be incorrect. We propose the Wrong 

Execution Cache (WEC) to eliminate the potential cache pollution caused by executing 

the wrong-path and wrong-thread loads. This small, fully associative cache stores the 

values fetched by the wrong-execution loads plus the blocks evicted from the data cache. 

This work shows that the execution of wrong-path or wrong-thread loads can produce a 

significant performance improvement with very low overhead. 

 

The detailed description of Incorrect Speculation and its hardware mechanism can be 

found in Chapter 2. The following section describes another technique, Address 

Correlation, that we have proposed in this dissertation to help improve the memory 

system performance. 

 

 

1.6. Address Correlation 
 

While a conventional cache system relies heavily on the temporal and spatial locality that 

programs exhibit, a recently introduced observation, value locality [Lip96], has proven to 

be a powerful supplement to the cache system effectiveness. Value locality describes the 

recurrence of a previously seen value within a storage location. It allows the classical 

dataflow limit to be exceeded by executing instructions before their operand values are 

available. 

 

There have been several studies on exploiting different types of value locality, such as 

store value locality [Lep01] and frequent value locality [Zha00]. Store value locality 

introduced the concept of redundancy in data that was stored to memory. Frequent value 
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locality showed that a few values appear very frequently in memory locations and are 

therefore involved in a large fraction of all memory accesses.  

 

Extending these two complementary studies, we propose a new technique, Address 

Correlation, which is based on the dynamic linking of addresses that store the same value. 

This run-time correlation can be used to improve the performance of on-chip data caches 

by forwarding data to the processor on a miss that is already resident in the cache at other 

correlated addresses.  Our results show that there is substantial potential for hiding 

memory latency by providing the data from a correlated address instead of incurring a 

full miss penalty. We demonstrate that, in addition to reducing cache misses, address 

correlation can be effective in servicing partial hits faster. 

 

We also present a detailed source code-level analysis of programs to demonstrate the 

causes of address correlation. We find that semantically equivalent information, 

duplicated references, and frequent values are the major causes of the address 

correlations. Taking advantage of duplicated references has excellent potential to benefit 

object-oriented programs due to their extensive usage of aggregation classes. 

 

The details of Address Correlation phenomenon is described in Chapter 3. 

 

 

1.7. Contributions of this Dissertation 
 

This research makes the following contributions. Firstly, it examines the effect of 

Incorrect Speculation on the memory performance, and introduces the concept of wrong-

path and wrong-thread execution. Secondly, it proposes a Wrong Execution Cache to 

hide the latency of memory accesses by taking advantage of wrong execution. Finally, it 

investigates a program phenomenon, Address Correlation, which links addresses that 

reference the same data and shows that different addresses containing the same data can 
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often be correlated at run-time to help improve the memory performance.  

 

 

1.8. Dissertation Organization 
 

The remainder of dissertation is organized as follows: Chapters 2 and 3 describe Incorrect 

Speculation and Address Correlation in more detail. Chapter 4 describes the simulator, 

benchmarks, and input sets that were used to evaluate these new mechanisms. Chapter 5 

presents the performance results for the techniques described in Chapters 2 and 3. In 

Chapter 6, we discuss the previous work related to Incorrect Speculation and Address 

Correlation.  Finally, Chapter 7 concludes. 
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Chapter 2  
 
Incorrect Speculation 
 

 

Several methods have been proposed to exploit more instruction- and thread-level 

parallelism, and to hide the latency of the main memory accesses, including speculative 

execution [Col01, Far94, Pie94, Rei99-1, Wal99] and data prefetching [Che95, Dah95, 

Jou90, Pie96, Rei99-2, Smi82, Van00]. In this study, we propose an aggressive method 

far beyond the speculative execution in order to increase the amount of parallelism in a 

concurrent multithreaded architecture by a different form of prefetching. A concurrent 

multithreaded architecture [Ung02] consists of a number of thread processing elements 

(superscalar cores) interconnected with some tightly-integrated communication network 

[Tsa99]. Each superscalar processor core can use branch prediction to speculatively 

execute instructions beyond basic block-ending conditional branches. If a branch 

prediction ultimately turns out to be incorrect, the processor state must be restored to the 

state prior to the predicted branch and execution must be restarted down the correct path. 

Simultaneously, a concurrent multithreaded architecture can aggressively fork 

speculative successor threads to further increase the amount of parallelism that can be 

exploited in an application program. If a speculated control dependence turns out to be 

incorrect, the non-speculative head thread must kill all of its speculative successor 

threads.  
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With both instruction- and thread-level control speculation, a multithreaded architecture 

may issue many memory references which turn out to be unnecessary since they are 

issued from what subsequently is determined to be a mispredicted branch path or a 

mispredicted thread. However, these incorrectly issued memory references may produce 

an indirect prefetching effect by bringing data or instruction lines into the cache that are 

needed later by correctly-executed threads and branch paths. On the other hand, these 

additional memory operations will increase the memory traffic and may pollute the cache 

with unneeded blocks [Far94, Sen02-1, Sen02-2]. 

 

Existing superscalar processors with deep pipelines and wide issue units do allow 

memory references to be issued speculatively down wrongly-predicted branch paths. In 

this study, however, we go one step further and examine the effects of continuing to 

execute the loads issued from both mispredicted branch paths and mispredicted threads 

even after the speculative operation is known to be incorrect. These instructions are 

marked as being from the mispredicted branch path or a mispredicted thread when they 

are issued so they can be squashed to prevent them from altering the target register after 

they access the memory system.  

 

While this technique very aggressively issues load instructions to produce a significant 

impact on cache behavior, it has very little impact on the implementation of the 

processor’s pipeline and control logic. The execution of these extra loads can make a 

significant performance improvement with very low overhead when there exists a large 

disparity between the processor cycle time and the memory speed. However, executing 

these loads can reduce the performance in systems with small data caches and low 

associativities due to cache pollution. This cache pollution occurs when the loads from 

mispredicted branch paths and mispredicted threads move blocks into the data cache that 

are never needed by the correct execution paths. It also is possible for the cache blocks 

fetched by these loads to evict blocks that still are required by the correct paths. 



    
  
 

17

 

We propose the Wrong Execution Cache (WEC) [Sen02-1, Che03] to eliminate the 

potential cache pollution caused by executing the wrong-path and wrong-thread loads. 

This small, fully associative cache stores the values fetched by the wrong-execution loads 

plus the blocks evicted from the data cache. This work shows that the execution of 

wrong-path or wrong-thread loads with a WEC can produce a significant performance 

improvement with very low overhead. 

 

In the remainder of this chapter, Section 2.1 presents an overview of the superthreaded 

architecture [Tsa99], which is a concurrent multithreaded architecture used as the base 

architecture for this study. Section 2.2 describes wrong execution loads and Section 2.3 

gives the implementation of the WEC in the base processor.  

 

 

2.1. The Superthreaded Architecture 
 

The superthreaded architecture (STA) integrates compilation techniques and runtime 

hardware support to exploit both thread-level and instruction-level parallelism in 

programs [Tsa96, Tsa97]. It uses a thread pipelining execution model to enhance the 

overlap between threads. It also supports compiler-directed thread-level control 

speculation and run-time data dependence checking. 

 

2.1.1. Base architecture Model 

 

The STA consists of multiple thread processing units (TUs) with each TU connected to 

its successor by a unidirectional communication ring, as shown in Figure 2.1. Each TU 

has its own private level-one (L1) instruction cache, L1 data cache, program counter, 

register file, and execution units. The TUs share the unified second-level (L2) instruction 

and data cache. There is also a shared register file that maintains some global control and 
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lock registers. A private memory buffer is used in each TU to cache speculative stores for 

run-time data dependence checking. 

 

When multiple threads are executing on an STA processor, the oldest thread in the 

sequential order is called the head thread and all other threads derived from it are called 

successor threads. The program execution starts from its entry thread while all other TUs 

are idle. When a parallel code region is encountered, this thread activates its downstream 

thread by forking. It also transfers all the data the downstream thread needs for one 

iteration of the loop. This forking continues until there are no idle TUs. When all TUs are 

busy, the youngest thread delays forking another thread until the head thread retires and 

its corresponding TU becomes idle. A thread can be forked either speculatively or non-

speculatively.  A speculatively forked thread will be aborted by its predecessor thread if 

the speculative control dependence subsequently turns out to be false. 

 

 

2.1.2. Thread Pipelining Execution Model 

 

The execution model for the STA architecture is thread pipelining, which allows threads 

with data and control dependences to be executed in parallel. Instead of speculating on 

data dependences, the thread execution model facilitates run-time data dependence 

checking for load instructions. This approach avoids the squashing of threads caused by 

data dependence violations. It also reduces the hardware complexity of the logic needed 

to detect memory dependence violations compared to some other CMA execution models 

[Soh95, Ste97]. As shown in Figure 2.2, the execution of a thread is partitioned into the 

continuation stage, the target-store address-generation (TSAG) stage, the computation 

stage, and the write-back stage. 

 

The main function of the continuation stage is to compute recurrence variables (e.g. loop 

index variables) needed to fork a new thread on the next thread unit. This stage ends with 



    
  
 

19

a fork instruction, which initiates a new speculative or non-speculative thread on the next 

TU. The abort instruction is used to kill the successor threads when it is determined that a 

speculative execution was incorrect.  Note that the continuation stages of two adjacent 

threads can never overlap.  
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Figure 2.1  A superthreaded architecture processor with four thread units. 
 

The TSAG stage computes the addresses of store instructions on which later concurrent 

threads may have data dependences.  These special store instructions are called target 

stores and are identified using conventional data dependence analysis. The computed 

addresses are stored in the memory buffer of each TU and are forwarded to the memory 

buffers of all succeeding concurrent threads units. 

 

The computation stage performs the actual computation of the loop iteration. Loads on 
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addresses that may have cross-iteration dependences, as previously identified by the 

target stores, are checked against the addresses in a TU’s memory buffer. If a dependence 

is detected, but the data has not yet arrived from the upstream thread, the out-of-order 

superscalar core will execute instructions that are independent of the load operation that 

is waiting for the upstream data value.  This stalled load will be executed after the 

dependent value is passed from the upstream thread.  

 

In the write-back stage, all the store data (including target stores) in the memory buffer 

will be committed and written to the memory hierarchy. The write-back stages are 

performed in the original program order to preserve non-speculative memory state and to 

enforce output and anti-dependences between threads.  
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Figure 2.2  The thread pipelining execution model. 
 



    
  
 

21

2.1.3. An Example Superthreaded Program 

 

The example code segment shown in Figure 2.3(a) is one of the most time-consuming 

loops in the SPEC2000 benchmark 181.mcf.  This is a for-loop with exit conditions in the 

loop head. There is potential read-after-write data dependence across loop iterations 

caused by variable basket_size. 

 

 

 

 

 

 

 

 

 

    for( ; arc < stop_arcs; arc += nr_group )
    {
        if( arc->ident > BASIC )
        {
            red_cost = bea_compute_red_cost( arc );
            if( bea_is_dual_infeasible( arc, red_cost ) )
            {
                basket_size++;
                perm[basket_size]->a = arc;
                perm[basket_size]->cost = red_cost;
                perm[basket_size]->abs_cost = ABS(red_cost);
            }
        }
   }

/*  Cont inuat ion Stage * /
ST: 
    ST_BEGIN();
    temp_arc = arc;
    ST_STORE_TS_W(&arc, temp_arc + nr_group);
    ST_LFORK();

/*  TSAG Stage */
    ST_ALLOCATE_TS_W(&basket_size);
    ST_TSAG_DONE();

/*  Computat ion Stage * /
if(arc < stop_arcs)
{
    if( temp_arc->ident > BASIC )
      {red_cost = bea_compute_red_cost(temp_arc);
       if( bea_is_dual_infeasible( temp_arc, red_cost) )
         {
          temp_basket_size = basket_size + 1;
          ST_STORE_TS_W(&basket_size, temp_basket_size);
          perm[temp_basket_size]->a = temp_arc;
          perm[temp_basket_size]->cost = red_cost;
          perm[temp_basket_size]->abs_cost = ABS(red_cost);
         }
      }
}
else
{
 ST_ABORT_FUTURE();
 goto ST_END;
}

/* Wri teback  Stage */
ST_END:
    ST_END_REGION();

(a) (b) 

 

Figure 2.3 (a) An example code segment from 181.mcf and (b) its transformed 
superthreaded code. 
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The transformed STA code is shown in Figure 2.3(b). In the continuation stage, loop 

index arc is increased and forwarded to the next thread-processing unit with a 

ST_STORE_TS_W instruction. The original value is stored in temp_arc for later use. 

The continuation stage ends with an ST_LFORK instruction to fork a new thread 

speculatively without checking loop exit condition. The address of the variable 

basket_size is forwarded to the next thread in the TSAG stage by an 

ST_ALLOCATE_TS_W instruction. In the computation stage, the loop exit condition is 

checked. If it is true, it will abort the successor threads by instruction an 

ST_ABORT_FUTURE instruction, which causes the control flow to jump out of the loop. 

Otherwise the thread unit will continue computation in the loop body. The update of the 

variable basket_size is performed with a  ST_STORE_TS_W instruction, which will 

forward the result to the next thread. If the exit condition is false, the thread unit will 

execute an ST_END_REGION instruction.  This instruction will force a write-back of the 

contents of the memory buffer back to the shared main memory. 

 

 

2.2. Wrong Execution 
 

There are two types of wrong execution that can occur in a concurrent multithreaded 

architecture such as the STA processor.  The first type occurs when instructions continue 

to be issued down the path of what turns out to be an incorrectly-predicted conditional 

branch instruction within a single thread.  We refer to this type of execution as wrong 

path execution.  The second type of wrong execution occurs when instructions are 

executed from a thread that was speculatively forked, but is subsequently aborted.  We 

refer to this type of incorrect execution as wrong thread execution.  Our interest in this 

study is to examine the effects on the memory hierarchy of load instructions that are 

issued from both of these types of wrong executions. 
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2.2.1. Wrong Path Execution 

 

Loads on wrongly predicted branches that are not ready to be issued before the branch is 

resolved, either because they are waiting for the effective address calculation or for an 

available memory port, are issued to the memory system if they become ready after the 

branch is resolved, even though they are known to be from the wrong path. Instead of 

being squashed after the branch is resolved, they are allowed to access the memory.  

These instructions are marked as being from the wrong execution path when they are 

issued so they can be squashed in the write-back stage of their pipeline to prevent them 

from altering the destination register after they access the memory system. Note that a 

wrong-path load that is dependent upon another instruction that gets flushed after the 

branch is resolved also is flushed in the same cycle. In this manner, the processor is 

allowed to continue accessing memory with loads that are known to be from the wrong 

branch path. No store instructions are allowed to alter the memory system, however, 

since they are known to be invalid. The stores that are known to be down the wrong path 

after the branch is resolved are not executed eliminating the need for an additional 

speculative write buffer. 

 

An example showing the difference between traditional speculative execution and our 

definition of wrong-path execution is given in Figure 2.4. In this example, there are five 

loads (A, B, C, D, and E) fetched down the predicted execution path. In a typical 

pipelined processor, loads A and B become ready and are issued to the memory system 

speculatively before the branch is resolved. After the branch result is known to be wrong, 

however, the other three loads, C, D and E, are squashed before being able to access the 

memory system. 

 

In a system with wrong-path execution, however, ready loads are allowed to continue 

execution (loads C and D in Figure 2.4) in addition to the speculatively executed loads (A 

and B). These wrong-path loads are marked as being from the wrong path and are 
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squashed later in the pipeline to prevent them from altering the destination register. 

However, they are allowed to access the memory to move the value read into the levels of 

the memory hierarchy closer to the processor.  Since load E is not ready to execute by the 

time the branch is resolved, it is squashed as soon as the branch result is known. 

Ld A
Ld B

Ld C
Ld D

Ld E

Prediction
result is wrong

Predicted path

Correct path

Wrong path

Speculative execution

Wrong path execution

Not ready to be executed

CP

WP

 
Figure 2.4  The difference between speculative and wrong-path execution. 

 

 

2.2.2. Wrong Thread Execution 

 

When executing a loop in the normal execution mode of the superthreaded execution 

model described in Section 2.1, the head thread executes an abort instruction to kill all of 

its successor threads when it determines that the iteration it is executing satisfies the loop 

exit condition. To support wrong thread execution in this study, however, the successor 

threads are marked as wrong threads instead of killing them when the head thread 

executes an abort. These specially-marked threads are not allowed to fork new threads, 

yet they are allowed to continue execution. As a result, after this parallel region 

completes its normal execution, the wrong threads continue execution in parallel with the 
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following sequential code. Later, when the wrong threads attempt to execute their own 

abort instructions, they kill themselves before entering the write-back stage.   

 

If the sequential region between two parallel regions is not long enough for the wrong 

threads to determine that they are to be aborted before the beginning of the next parallel 

region, the begin instruction that initiates the next parallel region will abort all of the still-

executing wrong threads from the previous parallel region. This modification of the begin 

instruction allows the head thread to fork without stalling. Since each thread’s store data 

are put in a speculative memory buffer local to each TU, and wrong threads do not 

execute their write-back stages, no stores from the wrong threads can alter the shared 

memory.  

 

Figure 2.5 shows this wrong thread execution model with four TUs. Although wrong-

path and wrong-thread execution have similarities, the main difference between them is 

that, once a branch is resolved, the ready loads that are not yet ready to execute on a 

wrong path are squashed, while wrong-thread loads are allowed to continue their 

execution. 

 

 

2.2.3. Using Wrong Execution to Prefetch Data in the STA 

 

In this section, we present two fabricated code examples to show how wrong execution 

can help improve the performance of a superscalar and a multithreaded architecture 

processor. While these examples do not show all of the benefits of incorrect speculation, 

they do demonstrate the sources of much of the potential of wrong execution. 
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Figure 2.5  The wrong thread execution model with four TUs. 

 

 

2.2.3.1. Prefetch by Wrong Path Execution within a TU 

 

In the example in Figure 2.6, a misprediction on condition B causes the program to break 

the while loop and begin fetching from the end of the loop. Loads a, b, c, and d then are 

fetched speculatively. Loads a and b are issued speculatively before the branch result is 

known. On the other hand, loads c and d are ready to be issued to the memory system by 

the time branch is resolved. Since the prediction is determined to be wrong, the processor 

must squash these two loads before they are issued. However, they are marked as being 

issued in a wrong execution mode. If loads c and d miss in the cache their results are 

moved into the data cache. Meanwhile, the execution continues with the instruction that 

follows the branch condition. After the while-loop exits normally, loads c and d will be 
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requested down the correct execution path.  The values of these loads have been already 

brought into the cache by the previous wrong execution. This is only one example to 

show how wrong path execution can help in hiding the memory latency. 

While ( A < A_MAX )
 {
    …

   If ( B ) break;

    …
 }                    Predicted Path

…

Predict Condition B

…
load a;
load b;

Speculative Path Execution

Prediction Wrong ! 

Correct Path 
Execution

1

4

2

3

load c;
load d;

Wrong Path Execution
4

 
Figure 2.6  Wrong Path Execution. The prediction on condition B (1) breaks the while-
loop. Loads c and d are issued (4) to the cache memory, however, even after the 
prediction result is known to be wrong (3). These loads might bring data blocks closer to 
the processor to assist the subsequent execution of these same loads down the correct 
path when the while-loop exits normally. Note that c and d are not written within the 
loop. 
 

2.2.3.2. Prefetch by Wrong Thread Execution in the STA 

 

It might be counter-intuitive that executing the wrong threads can produce any benefit 

since the parallelization is based on loop iterations and wrong threads execute the wrong 

iterations. However, in the case of nested loops, the wrong iterations of the inner loop 

may actually need to be executed in later iterations of the outer loop. A similar situation 

may occur with non-nested loops since the wrong iterations from one loop could move 

data into the caches for use by the correct iterations of subsequently executed loops. 

 

Figure 2.7(a) shows a code segment in which the inner loop is parallelized while Figure 

2.7(b) shows the threads that are spawned. We can see that when i = 4, y[4] is loaded 
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down the wrong thread. In the next iteration, when i = 5, y[4] is accessed down the 

correctly forked thread. The wrong thread execution prior to the correct thread’s 

execution, in this case, will help in hiding the latency when reading y[4].  

 

TU1 TU3TU2 TU4

y[0]

y[4]

y[2]y[1]

y[5]y[3]

TU1 TU3TU2 TU4

y[0]

y[4]

y[2]y[1]

y[5]y[3] y[6]

Correct thread

Wrong thread

TU

Thread Unit 

i = 4

i = 5

j = 0, 1, 2, 3

j = 0, 1, 2, 3, 4

for (i=0; i<10; i++)
{
……

……
}

for (j=0; j<i; j++)
{
……
x=y[j];
……
}

parallelized

 
(a)   (b)     

Figure 2.7  Wrong-Thread  Execution. (a) An example code segment in which the inner 
loop is parallelized. (b) Threads spawned and loads issued down correctly and incorrectly 
forked threads. When i = 4, j = 0, 1, 2, 3 and y[0], y[1], y[2], and y[3] are loaded down 
the correctly forked threads executing in TU2, TU3, TU4, and TU1, respectively. On the 
other hand, y[4] and y[5] are issued to the cache system down the wrongly forked threads 
executing in TU2 and TU3, respectively. When i = 5, j = 0, 1, 2, 3, 4 and y[0], y[1], y[2], 
y[3], and y[4] are loaded down the correctly forked threads. Since the result of y[4] has 
already been brought into TU2’s L1 data cache by the wrongly forked thread’s execution 
in the previous iteration of the loop (for i = 4), the request for y[4] by TU2’s processor 
(when i = 5) can be serviced faster than when the incorrectly forked threads are not 
allowed to continue executing. 
 
 

2.3. Wrong Execution Cache 
 

The indirect prefetching effect provided by the execution of loads down the wrong-paths 

and the wrong-threads may be able to reduce the number of subsequent correct-path 

misses. However, these additional wrongly-executed loads also may reduce the 

performance since the cache pollution caused by these loads might offset the benefits of 

their indirect prefetching effect. This cache pollution can occur when the wrong-

execution loads move blocks into the data cache that are never needed by the correct 
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execution path. It also is possible for the cache blocks fetched by the wrong-execution 

loads to evict blocks that still are required by the correct path. This effect is likely to be 

more pronounced for low-associativity caches. In order to eliminate this cache pollution, 

we introduce the Wrong-Execution Cache (WEC). 

 

 

2.3.1. Basic operation of the WEC  

 

The WEC is used to store cache blocks fetched by wrong-execution loads separately from 

those fetched by loads known to be issued from the correct path, which are stored in the 

regular L1 data cache. The WEC is accessed in parallel with the L1 data cache. Only 

those loads that are known to be issued from the wrong-execution path, that is, after the 

control speculation result is known, are handled by the WEC. The data blocks fetched by 

loads issued before the control speculation is cleared are put into the L1 data cache. After 

the speculation is resolved, however, a wrong-execution load that causes a miss in both 

the L1 data cache and the WEC will cause an access to be made to the next level memory. 

The required block is moved into the WEC to eliminate any cache pollution that might be 

caused by the wrong-execution load. If a load causes a miss in the L1 data cache, but a hit 

in the WEC, the block is simultaneously transferred to both the processor and the L1 data 

cache.  

 

A load from the correct path that hits on a block previously fetched by a wrong-execution 

load also initiates a next-line prefetch.  The block fetched by this next-line prefetch is 

placed into the WEC. When a correct-execution load causes a miss, the data block is 

moved into the L1 data cache instead of the WEC, as would be done in a standard cache 

configuration. The WEC also acts as a victim cache [Jou90] by caching the blocks 

evicted from the L1 cache by cache misses from the correct execution path. In summary, 

the WEC is a combination of a prefetch buffer for wrong-execution loads and a victim 

cache for evictions from the L1 data cache. The placement of the WEC in the memory 
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hierarchy is shown in Figure 2.8 and its operation is summarized in Figure 2.9. 

 

TAGs Data WEC

Lower Level Memory

Processor

M
U

X

L1 Data Cache

Address from
processor

Data to
processor

 
 

Figure 2.8  The placement of the Wrong Execution Cache in the memory hierarchy. 
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Figure 2.9  Flowchart of a WEC access. 
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2.3.2. Incorporating the WEC into the STA 

 

Each TU in the STA used in this study has its own private L1 data cache.  In addition, a 

private WEC is placed in parallel with each of the L1 caches as shown in Figure 2.10.  To 

enforce coherence among the caches during the execution of a parallel section of code, all 

possible data dependences in a thread’s execution path are conservatively identified. 

These potentially shared data items are stored in each TU’s private speculative memory 

buffer until the write-back stage is executed. Updates to shared data items made by a 

thread during the execution of a parallel section of code are passed to downstream threads 

via a unidirectional communication ring.  

 

During sequential execution, a simple update protocol is used to enforce coherence. 

When a cache block is updated by the single thread executing the sequential code, all the 

other idle threads that cache a copy of the same block in their L1 caches or WECs are 

updated simultaneously using a shared bus. This coherence enforcement during 

sequential execution creates additional traffic on the shared bus.  This traffic is directed 

only to what would otherwise be idle caches, however, and does not introduce any 

additional delays. 
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Figure 2.10  Placement of WEC in STA. 
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Chapter 3  
 
Address Correlation 
 

 

As processor clock speeds have increased along with microarchitectural innovations, the 

gap between processor and memory performance has become a greater bottleneck. 

Mechanisms such as caches have been introduced to close this gap. While a conventional 

cache system relies heavily on the temporal and spatial locality that programs exhibit, a 

recently introduced observation, value locality, has proven to be a powerful supplement 

to the cache system effectiveness. Value locality [Lip96] describes the recurrence of a 

previously seen value within a storage location. It allows the classical dataflow limit to be 

exceeded by executing instructions before their operand values are available.  

 

There have been several studies on exploiting different kinds of value locality. Store 

value locality [Lep01], a recently discovered program attribute that characterizes both 

memory-centric (based on message passing) and producer-centric (based on program 

structure) prediction mechanisms for stored data values, introduces the concept of 

redundancy in data words stored to memory by computer programs. In the study, many 

store instructions are shown to be silent which does not change the state of the system 

because it writes a value that already exists at the write address, and can safely be 

eliminated from the dynamic instruction stream. The study also analyzes silent stores in 
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several benchmarks in the context of their high-level source code and explains why they 

occur. It also introduces the concept of critical silent stores and shows that their removal 

is sufficient for eliminating avoidable writebacks. Finally, it shows that frequently 

occurring stores are highly likely to be silent and that selectively squashing them can 

drastically reduce the total number of silent stores.  

 

Recent studies have also introduced Frequent Value Locality [Zha00], another type of 

locality according to which a few values appear very frequently in memory locations and 

are therefore involved in a large fraction of memory accesses. Tracking the values 

involved in memory accesses has shown that at any given point in the program's 

execution, a small number of distinct values occupy a vast fraction of these referenced 

locations. It is shown that, in the tested programs, ten distinct values occupy over 50% of 

all memory locations and on an average account for nearly 50% of all memory accesses 

during program execution. This observation holds for smaller blocks of consecutive 

memory locations and the set of frequent values remains quite stable over the execution 

of the program. 

 

Extending these two complementary studies, we propose a new technique, Address 

Correlation [Sen03], which is based on the dynamic linking of addresses that store the 

same value. This run-time correlation can be used to improve the performance of on-chip 

data caches by forwarding data to the processor on a miss that is already resident in the 

cache at other correlated addresses. Our results show that there is substantial potential for 

hiding memory latency by providing the data from a correlated address instead of 

incurring a full miss penalty. We demonstrate that, in addition to reducing cache misses, 

address correlation can be effective in servicing partial hits2 faster. 

 

We also present a detailed source code-level analysis of programs to demonstrate the 

                                                 
2 A partial hit occurs when a request on an address is a hit in the cache, but the data at the address is not ready yet because it is in 

the process of being read by a previous miss in the same cache block. A partial hit can be as slow as a complete cache miss, depending 
on how close together the two accesses occur. 
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causes of address correlation. We find that semantically equivalent information, 

duplicated references, and frequent values are the major causes of the address 

correlations. Taking advantage of duplicated references has excellent potential to benefit 

object-oriented programs due to their extensive usage of aggregation classes. 

 

The remainder of this chapter is organized as follows. Section 3.1 provides the 

background information and motivation for address correlation. Section 3.2 gives the 

detailed source code-level analysis to help to better understand the sources of address 

correlation. Finally, we classify the address correlations in Section 3.3.  

 

 

3.1. Address Correlation 
 

In this section, we present the profiling results that motivate the idea of address 

correlation and describe the basic operation of an address correlation system. We profiled 

selected MinneSPEC [Kle02] CPU2000 benchmarks (with O3 optimization) to test the 

potential for a data miss to be found in another address residing in the cache. Our 

microarchitectural simulator is built on top of the SimpleScalar toolset [Bur96], version 

3.0.  The processor/memory model used in this study is capable of issuing 8 instructions 

per cycle using out-of-order execution.  

 

In Figure 3.1, we show the percentage of all data misses and partial hits whose values can 

be found in other addresses in the L1 data cache. It can be seen that 57 to 99% of all data 

cache load misses can be serviced by correlated addresses, and that 4 to 85% of all partial 

hits can be serviced faster using address correlation.  

 

The potential seen in Figure 3.1 for supplying data from another address in the L1 data 

cache on a miss or a partial hit of a requested address suggests that it may be useful to 

correlate the addresses that reference the same data. An address correlation system (ACS) 
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that correlates these addresses at run-time makes it possible to hide the latency for many 

memory references. Run-time address correlation requires tracking the contents of the 

cache, the relationships between different locations in the cache, and the memory access 

history. 
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Figure 3.1  The percentage of all load misses and partial hits whose values are found in 
other addresses. The L1 data cache is 32KB and 4-way associative. 

 

In our idealized implementation, the ACS stores the addresses evicted from the cache and 

their correlated addresses, which remain in the L1 data cache to supply data for the 

evicted addresses. The ACS provides information for an alternative data source on a 

cache miss or a partial hit. When a cache line is brought into the L1 data cache, all the 

addresses in that cache line are linked with the addresses of other cache lines according to 

their values. An address will never be linked with the addresses in the same cache line 

since they all will be evicted from the cache at the same time. If a new value is stored to 

an address, all the links to the updated address are removed and new links are generated 

for the address based on its new value. In order to study the upper-bound potential of 

address correlation, we used an infinite table for storing the correlations between 

addresses at run-time. This configuration allows an unlimited number of correlations 
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since there are no evictions from the correlation table.  

 

Although specific optimizations to efficiently design an ACS are not proposed here, we 

expect that this first understanding of why address correlation is possible, and 

investigating the sources of address correlation in application programs, will naturally 

lead to appropriate uses for this information.   

 
 

3.2. Investigating Program Behavior 
 

A better understanding of the sources of address correlation lies in the behavior of the 

application programs. Thus, in this section, we concentrate on analyzing the program 

source code in order to understand the relation between the correlated addresses, the 

load/store instructions that brought them into the cache, and the interaction between these 

instructions. 

 

3.2.1. Correlation between fields of structures 

 

In many instances of a programmer-defined structure, there often are fields that contain 

the same values. When a program creates a large array of these objects, the fields with the 

same data in different objects can be correlated. For example, consider a database of 

students in a high school. The Student entity may have attributes such as state, city, etc., 

which are likely store the same value for many of the students. 

 

The 181.mcf benchmark demonstrates this kind of behavior. In Figure 3.2, the arc_t 

structure contains a field called ident. Profiling results show that this ident field usually 

stores the same value in different instances of the arc_t type. These different addresses 

with the same ident values then can be correlated. Five percent of the misses found by 

correlation in 181.mcf are due to the misses caused by loading ident. 
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Figure 3.2  The definitions of the arc_t structure and the node_t structure in 181.mcf. 
 

Figure 3.3 demonstrates another example of a useful address correlation in 181.mcf. The 

correlation in this case can be found in fields of different structures. The potential field of 

node_t and the cost field of arc_t often store the same value. Therefore, in the function 

bea_compute_red_cost(), the variables arc->tail->potential, arc->cost, and  

arc->head->potential, are all correlated with each other. We found that 52% of the 

misses eliminated by address correlation in 181.mcf are due to the misses caused by 

loading these fields. 

 

The actual value stored in these fields may vary during the program’s execution. 

However, during a given execution phase, the same value usually occupies most of the 

instances of the structures. For example, the value of ident contains only a limited 

number of defined constants, i.e., BASIC, FIXED, AT_LOWER, and AT_UPPER. 

typedef struct node { 
    cost_t potential;  
... 
} node_t; 

typedef struct arc { 
    node_t *tail, *head; 
    cost_t cost, org_cost; 
    long ident; 
... 
} arc_t; 
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Figure 3.3  Example code segments from 181.mcf 
 
3.2.2. Correlation between references to instances 

 

Consider a data structure that encapsulates instances of another basic structure. If an 

instance of the basic structure is duplicated in several instances of the encapsulating 

structure, we may find correlations between those references to the instance of the basic 

structure among all the instances of the structure using it.  

 

An example of this behavior can be seen in Figure 3.4 for 188.ammp, which is a 

computational chemistry application. This program uses structures to store molecular 

information. Since different molecules can contain the same atoms, a single atom 

structure may be referenced by several different molecule structures. The addresses that 

cost_t bea_compute_red_cost( arc_t *arc ) { 
  return arc->cost - arc->tail->potential + arc->head->potential; 
} 
(b) function compute_red_cost() 
 
 
arc_t *primal_bea_mpp( long m,  arc_t *arcs, arc_t *stop_arcs, 
                       cost_t *red_cost_of_bea )  
{ 
  for( i = 2, next = 0; i <= B && i <= basket_size; i++ ) 
  { 
...... 
    red_cost = bea_compute_red_cost( arc ); 
...... 
  } 
 
  for( ; arc < stop_arcs; arc += nr_group ) 
  { 
...... 
    red_cost = bea_compute_red_cost( arc ); 
...... 
} 
(c) A function calling compute_red_cost(). primal_bea_mpp() is a frequently used function and 

calls compute_red_cost() in two of its loops. 
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reference the same atom can be correlated when instances of molecules are formed. 

While accessing atom references, a miss on an address that references a specific atom 

may be eliminated by using the references to the same atom by other molecular structures 

that already reside in the cache.  

 

This type of correlation is especially useful for object-oriented design. The idea of 

encapsulating structures can be extended to aggregation classes (the structure of a class 

whose encapsulated data includes references to instances of other classes), which play an 

essential role in class hierarchy design. The use of aggregation classes in object-oriented 

programming is likely to produce substantial address correlation. 

 

 

 

 

 

 

 

(a) Two different molecules using some of the same component atoms. 

 

 
(b) The user-defined type in 188.ammp for storing the angle information 

 

Figure 3.4  In 188.ammp, the ANGLE structure, which consists of three atoms, is part of 
a molecule. Providing we have two different ANGLEs, as depicted in (a), to be stored in 
two instances of the ANGLE structure, say angle1 and angle2, we would find the values 
of references to angle1.atom1, angle1.atom3 and angle2.atom1 to be the same. 
 

typedef struct{ 

    ATOM *atom1, 

 *atom2,*atom3; 

    ...... 

} ANGLE; 
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Figure 3.5  An example from 188.ammp that traverses the ATOM linked list. 
 

Address correlation is sometimes useful when accessing recursive data structures such as 

linked list traversals. Figure 3.5 shows a function called many times in 188.ammp. Given 

the serial number of an atom, this function returns the reference to the atom structure. We 

found that 43% of the misses eliminated by address correlation in 188.ammp are caused 

by the loading of ap->next at lines 8 and 9 (a single load instruction is generated by the 

compiler for these two statements). The misses caused by this load could be supplied 

64% of the time by another reference in the linked list3, 11% are supplied by the variable, 

lastmatched4, and the remaining 25% are supplied by references from other structures 

embedding atoms.  

 

3.2.3. Correlations of frequent values 

 

Frequent values are another major source of correlations. Intuitively, the more copies of a 

                                                 
3 The ATOM linked list in 188.ammp has an unusual design in that the last node references back to itself instead of NULL. This 

allows the next field of the last node in the linked list to be correlated with the next field of the second-to-the-last node. 
4 lastmatched is a static variable that stores the reference to the ATOM node that was the matched target in the previous call to this 

searching function. 

1  ATOM *a_m_serial(serial)  

2  int serial;  

  {  

3      static ATOM *ap = NULL;  

4      static ATOM *lastmatched = NULL;  

5      int i , n, a_number(); 

    ...... 

6      for( i=0; i< n; i++ ) {  

7         if(ap-> serial == serial) 

{lastmatched = ap; return ap;} 

8         if(ap == ap->next) ap = first ;  

9         else ap = ap->next;  

        }  
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value that exist in the cache, the more often useful correlations can be created. For 

example, zero is extensively used for variable initialization, for constants such as NULL 

or FALSE, to fill sparse matrices, and as the starting value of enumeration types. We 

expect to see a large portion of the correlated address to come from frequent values such 

as zero. 

 

 

3.3. Classifying Address Correlations 
 

An address can be brought into the cache in two ways. One way is through explicit 

memory accesses where the address was the target of some load or store instruction. We 

call this type of address a requested address. The other way is that an address is put into 

the cache along with some requested address because the two addresses are located in the 

same cache line. We refer to these addresses as non-requested addresses. In this study, 

both types of addresses can be correlated. Based on the reason an address is in the cache, 

we can classify address correlations into two categories: 1) correlations between two 

requested addresses, and 2) correlations involving at least one non-requested address. 

 

The correlations containing at least one non-requested address are more likely to occur 

due to frequent or trivial values. In Figure 3.6, a hit in the ACS is categorized according 

to the types of the two correlated addresses and the value in these addresses. If a missed 

address can be supplied both by requested addresses and non-requested addresses, a 

requested address is employed. Zero is one of the frequent values appearing in the SPEC 

CPU2000 benchmarks. While it might not be the most frequently accessed or occurring 

value for all benchmarks, it provides good insight into the effect that frequent values may 

have on address correlation. 

 

Figure 3.6 shows that, on average, 12% of the misses serviced by address correlation are 

due to the value zero, when the correlated addresses are both requested addresses. On the 
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other hand, 23% of the misses serviced by address correlation are due to the correlation 

of non-requested addresses that contain zero. Further investigation shows that, for six of 

the benchmarks, 60% of the misses eliminated by address correlation are due to only four 

distinct values. 

 

 

Figure 3.6  To determine the importance of frequent values in address correlation, ACS 
hits are categorized into “0” and “others”. The value 0 is further divided into correlations 
between two requested addresses (requested), and correlations involving at least one non-
requested address (non-requested). 
 

 

More analysis and upper-bound performance results for address correlation are given in 

Chapter 5.  

 

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

16
4.g

zip

17
5.v

pr-
Rou

te

17
5.v

pr-
Plac

e

17
7.m

es
a

18
1.m

cf

18
3.e

qu
ak

e

18
8.a

mmp

19
7.p

ars
er

25
5.v

ort
ex

30
0.t

wolf

other values
non-requested (0)
requested (0)



    
  
 

44

 

 

 

 

 

 

Chapter 4  
 
Simulation Methodology 
 

 

This chapter describes the processor model, the simulation tools and the configurations 

that we have used to evaluate the performance of the techniques described in the previous 

two chapters. The effects of Incorrect Speculation (Wrong Execution) in a uniprocessor 

system (superscalar processor) and in a concurrent multithreaded architecture are 

evaluated by using two different simulators: SimpleScalar 3.0 [Bur96] and SIMCA 

[Hua00], respectively. Thus, the simulation parameters will be given in two separate 

sections. The processor model and simulation parameters for Address Correlation are also 

given in a separate section. 

 

 

4.1. Experimental Framework for Incorrect Speculation 
 

We have tested our idea of incorrect speculation in a superscalar processor and in a 

concurrent multithreaded architecture, respectively. Wrong Execution Cache (WEC) in a 

superthreaded architecture described in Section 2.1 is called as Wrong path cache (WPC) 

in a superscalar processor since it only has wrong path execution. The following two 
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sections describe the processor models and configurations that are used for performance 

evaluation of incorrect speculation in a superscalar processor and in a concurrent 

multithreaded architecture, respectively. 

 

 

4.1.1. Incorrect Speculation in a Superscalar Processor 

 

 

4.1.1.1. Microarchitecture 

 

Our microarchitectural simulator is built on top of the SimpleScalar toolset [Bur96], 

version 3.0. SimpleScalar is an execution-driven simulator based upon the MIPS-IV ISA 

[Pri95]. It supports the speculative execution of instructions, which is needed for this 

evaluation of the WPC. The simulator is modified to compare several different processor 

configurations, which are described in Section 4.1.1.2. The WPC is placed in the memory 

hierarchy as shown in Figure 2.3.1.1. 

 

While fully-associative caches are expensive to build in terms of chip area, the small size 

of this supplemental cache makes it feasible to implement it on-chip, alongside the main 

L1 data cache. The access time of the WPC will be comparable to that of the much larger 

L1 cache. The multiplexer that selects between the WPC and the L1 cache could add a 

small delay to this access path, although this additional small delay also will occur with a 

victim cache.  

 

The processor/memory model used in this study is an aggressively pipelined processor 

capable of issuing 8 instructions per cycle with out-of-order execution. It has a 128-entry 

reorder buffer with a 64-entry load/store buffer.  The store forwarding latency is 

increased to 3 cycles in order to compensate for the added complexity of disambiguating 

loads and stores in a large execution window. There is a 3-cycle branch misprediction 
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penalty. The processor has 8 integer ALU units, 2-integer MULT/DIV units, 4 load/store 

units, 6-FP Adders and 2-FP MULT/DIV units. The latencies are: ALU=1 cycle, 

MULT=3 cycles, integer DIV=12 cycles, FP Adder=2 cycles, FP MULT=4 cycles, and 

FP DIV=12 cycles. All the functional units, except the divide units, are fully pipelined to 

allow a new instruction to initiate execution each cycle. 

 

The processor has a first-level 32 KB, 2-way set associative instruction cache. Various 

sizes of the L1 data cache (4KB, 8KB, 16KB, 32KB) with various associativities (direct-

mapped, 2-way set-associative, 4-way set-associative) are examined in the following 

simulations. The first-level data cache is non-blocking with 4 ports. Both caches have 

block sizes of 32 bytes and 1-cycle hit latency. Since the memory footprints of the 

benchmark programs used in this paper are somewhat small, a relatively small 256K 4-

way associative unified L2 cache is used for all of the experiments in order to produce 

significant L2 cache activity. The L2 cache has 64-byte blocks and a hit latency of 12 

cycles. The round-trip main memory access latency is 200 cycles for all of the 

experiments, unless otherwise specified. The effects on the WPC performance of varying 

the memory latency and the cache block size are examined in the simulations. There is a 

64-entry 4-way set associative instruction TLB and 128-entry 4-way set associative data 

TLB, each with a 30-cycle miss penalty.  For this study, we used the GAp branch 

predictor [Pan92, Yeh93]. The predictor has a 4K-entry Pattern History Table (PHT) with 

2-bit saturating counters. 

 

The WPC has 8-entries for all of the simulations, except for the experiments evaluating 

the effect of varying the size of the WPC. 

 

 

4.1.1.2. Processor Configurations Tested 

 

The following superscalar processor configurations are simulated to determine the 
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performance impact of executing wrong-path loads, and the performance contributions of 

the Wrong Path Cache. The configurations, all, vc, and wpc, are modifications of the 

SimpleScalar [Bur96] baseline processor described above. 

 

orig: This configuration is the SimpleScalar baseline processor.  It is an 8-issue processor 

with out-of-order execution and support for speculative execution of instructions issued 

from a predicted branch path. Note that this processor can execute loads from a 

mispredicted branch path. These loads can potentially change the contents of the cache, 

although they cannot change the contents of any registers. These wrong-path loads are 

allowed to access the cache memory system until the branch result is known. After the 

branch is resolved, they are immediately squashed and the processor state is restored to 

the state prior to the predicted branch. The execution then is restarted down the correct 

path. Wrong path loads that are waiting for their effective address to be computed, or are 

waiting for a free port to access the memory, before the branch is resolved do not access 

the cache and have no impact on the memory system. 

 

all: In this configuration, the processor allows as many fetched loads as possible to 

access the memory system regardless of the predicted direction of conditional branches. 

This configuration is a good test of how the execution of the loads down the wrong 

branch path affects the memory system. Note that, in contrast to the orig configuration, 

the loads down the mispredicted branch direction are allowed to continue execution even 

after the branch is resolved. Wrong-path loads that are not ready to be issued before the 

branch is resolved, either because they are waiting for the effective address calculation or 

for an available memory port, are issued to the memory system if they become ready after 

the branch is resolved, even though they are known to be from the wrong path. Instead of 

being squashed after the branch is resolved as in the orig configuration, they are allowed 

to access the memory. However, they are squashed before being allowed to write to the 

destination register. Note that a wrong-path load that is dependent upon another 

instruction that gets flushed after the branch is resolved also is flushed in the same cycle. 
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Wrong-path stores are not allowed to execute in this configuration to eliminate the need 

for an additional speculative write buffer. Stores are squashed as soon as the branch result 

is known. 

 

orig_vc: This configuration is the orig configuration (the baseline processor) with the 

addition of an 8-entry victim cache.  

 

all_vc: This configuration is the all configuration (the baseline processor) with the 

addition of an 8-entry victim cache. It is used to compare against the performance 

improvement made possible by caching of the wrong-path loads in the WPC. 

 

wpc: This configuration adds an 8-entry Wrong Path Cache (WPC) to the all 

configuration. 

 

 

4.1.1.3. Benchmark Programs 

 

The test suite used in this study consists of the combination of SPEC95 and SPEC2000 

benchmark programs shown in Table 4.1. All benchmarks were compiled using gcc 2.6.3 

at optimization level O3 and each benchmark ran to completion.  
 

Table 4.1  Selected benchmark characteristics for the benchmarks used in this study. 
 

Benchmark Suite Type Instructions (M) Input set 
124.m88ksim SPEC95 Integer 120.1 SPEC train 

126.gcc SPEC95 Integer 873.2 SPEC test 
130.li SPEC95 Integer 183.3 SPEC train 

132.ijpeg SPEC95 Integer 553.3 SPEC test 
134.perl SPEC95 Integer 2191.4 SPEC test 
164.gzip SPEC2000 Integer 763.6 MinneSPEC medium 
175.vpr SPEC2000 Integer 216.9 MinneSPEC medium 
181.mcf SPEC2000 Integer 202.1 MinneSPEC medium 

197.parser SPEC2000 Integer 513.7 MinneSPEC medium 
300.twolf SPEC2000 Integer 214.6 MinneSPEC medium 

183.equake SPEC2000 Floating-Point 715.9 MinneSPEC large 
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The SPEC2000 benchmarks are run with specially developed input data sets that limit 

their total simulation time while maintaining the fundamental characteristics of the 

programs’ overall behaviors (see MinneSpec [Kle02]). 

 

 
4.1.2. Incorrect Speculation in a Concurrent Multithreaded Architecture 

 

This study uses the SIMCA (SImulator for Multithreaded Computer Architecture) 

simulator [Hua00] to model the performance effects of incorporating the Wrong 

Execution Cache (WEC) into the superthreaded architecture. This simulator is based on 

the cycle-accurate SimpleScalar simulator, sim-outorder, version 3.0 [Bur96]. SIMCA is 

execution driven and performs both functional and timing simulation. 

 

 

4.1.2.1. Thread Unit Parameters 

 

Each thread unit (TU) uses a 4-way associative branch target buffer with 1024-entries 

and a fully associative speculative memory buffer with 128 entries. The distributed L1 

instruction caches are each 32KB and 2-way associative. The default unified L2 cache is 

512KB, 4-way associative, with a block size of 128 bytes, although we do experiment 

with other L2 caches sizes where noted. The round-trip memory latency is 200 cycles.  

The L1 cache parameters are varied as described in Section 5.1.2.3.2. 

 

The time required to initiate a new thread (the fork delay) in the superthreaded 

architecture includes the time required to copy all of the needed global registers to a 

newly spawned thread’s local register file and the time required to forward the program 

counter and the necessary target-store addresses from the memory buffer. We use a fork 

delay of four cycles [Tsa99] in this study plus two cycles per value to transfer data 

between threads after a thread has been forked.  
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4.1.2.2. Benchmark Programs 

 

Four SPEC2000 integer benchmarks (vpr, gzip, mcf, parser) and two SPEC2000 floating-

point benchmarks (equake, mesa) are evaluated in this study. All of these programs are 

written in C. The compiler techniques shown in Table 4.2 were used to manually 

parallelize these programs for execution on the superthreaded architecture following the 

steps that would be applied by an actual compiler [Zhe99]. The loops chosen for 

parallelization were identified with run-time profiling as the most time-consuming loops 

in each program.  

Table 4.3 shows the fraction of each program that we were able to parallelize.  

 

Table 4.2  Program transformations used in manually transforming the benchmark 
programs tested to the thread-pipelining execution model. 

 

 

 

 

 
 

 
Table 4.3  The dynamic instruction counts of the benchmark programs used in this study, 
and the fraction of these instructions that were executed in parallel. 
 

Benchmark Suite/Type Input Set 

Whole 
Benchmark 
Instruction 
Count (M) 

Targeted 
loops 

Instruction 
Count (M) 

Fraction of 
Dynamic 

Instructions 
Parallelized 

175.vpr SPEC2000/INT SPEC test 1126.5 97.2 8.6% 

164.gzip SPEC2000/INT MinneSPEC 
large 1550.7 243.6 15.7% 

181.mcf SPEC2000/INT MinneSPEC 
large 601.6 217.3 36.1% 

197.parser SPEC2000/INT MinneSPEC 
medium 514.0 88.6 17.2% 

183.equake SPEC2000/FP MinneSPEC 
large 716.3 152.6 21.3% 

177.mesa SPEC2000/FP SPEC test 1832.1 319.0 17.3% 
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The GCC compiler, along with modified versions of the GAS assembler and the GAD 

loader from the Simplescalar suite, were used to compile the parallelized programs.  The 

resulting parallelized binary code was then executed on the simulator. Figure 4.1 shows 

the complete compilation process. Each benchmark was optimized using optimization 

level O3 and run to completion. To keep simulation times reasonable, the MinneSPEC 

[Kle02] reduced input sets were used for several of the benchmark programs, as shown in  

Table 4.3.  

 

Source code with 
Superthreaded function 

calls

Assembling code with 
junp-to-label 
instructions

Assembly code with 
Superthreaded 

instructions

Superthreaded binary 
ready to be simulated 
with SIMCA simulator

Simplescalar-
GCC compiler

Replace utility 
for bachpatching

Simplescalor-
GAS assembler

 

Figure 4.1  The compilation process for generating parallelized superthreaded code for 
the simulations. 

 
 

 

4.1.2.3. Processor Configurations 

 

The following superthreaded architecture configurations are simulated to determine the 

performance impact of executing wrong-path and wrong-thread loads, and the 

performance enhancements attributable to the WEC.  

 

orig: This is the baseline supertheaded architecture described in the previous sections. 

Note that this architecture allows speculative execution of loads until the control 

speculation result is known. The results for these loads are speculatively put in the L1 

data cache. After a misprediction is identified, the processor state is restored to the state 

prior to the predicted branch. The execution then is restarted down the correct path. 

Wrong path loads that are waiting for their effective addresses to be computed before the 

branch is resolved, or are waiting for a free port to access the memory, do not access the 

cache and have no impact on the memory system. The head thread immediately kills 
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wrong threads after a speculation is cleared. 

 

vc: This configuration adds a small fully-associative victim cache in parallel with the L1 

data cache to the orig configuration. 

 

wp: This configuration adds more aggressive speculation to a TU’s execution. The TU 

allows as many fetched loads as possible to access the memory system regardless of the 

predicted direction of conditional branches. This configuration is a good test of how the 

execution of the loads down the wrong branch path affects the memory system. Note that, 

in contrast to the orig configuration, the loads down the mispredicted branch direction are 

allowed to continue execution even after the branch is resolved. However, they are 

squashed before being allowed to write to the destination register. Wrong-path stores are 

not allowed to execute in this configuration to eliminate the need for an additional 

speculative write buffer. Stores are squashed as soon as the branch result is known. The 

thread-level speculation, however, remains the same as in the orig configuration. 

 

wth: This configuration is described in detail in Section 3.2. To summarize, speculatively 

forked threads in this configuration are allowed to continue execution even after they are 

known to have been mispredicted. Wrong threads are squashed before they reach the 

write-back stage of the thread-execution pipeline to prevent wrongly executed loads from 

altering the target register. Since each thread’s store data is put into the speculative 

memory buffer during a thread’s execution, and wrong threads cannot execute their 

write-back stages, no wrong thread store data alters the memory system. The speculative 

load execution within a correct TU (superscalar core) remains the same in this 

configuration as in the orig configuration.  

 

wth-wp: This is a combination of the wp and wth configurations. 

 

wth-wp-vc: This configuration is the wth-wp configuration with the addition of a victim 
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cache. It is used to compare against the performance improvement made possible by 

caching the wrong-path and wrong-thread loads in the WEC. 

 

wth-wp-wec: This is the wth-wp configuration with the addition of a small, fully 

associative WEC in parallel with each TU’s L1 data cache. The details of the WEC are 

given in Section 4.1.  

 

nlp: This configuration implements next-line tagged prefetching [Smi92] with a fully 

associative prefetch buffer, but without any other form of speculative execution. A 

prefetch is initiated on a miss and on the first hit to a previously prefetched block. The 

results of these prefetches are put into the prefetch buffer. Tagged prefetching has 

previously been shown to be more effective than prefetching only on a miss [Pie94]. We 

have used this configuration to compare against the ability of the WEC to successfully 

prefetch blocks that will be used by subsequently executed loads issued from a correct 

execution path. 

 

 

4.2. Experimental Framework for Address Correlation 
 

In this study, our microarchitectural simulator is built on top of the SimpleScalar toolset 

[Bur96], version 3.0. The simulator is modified to study the potential of address 

correlation. The processor/memory model used in this study is the same as described in 

Section 4.1.1, except that we have used an L2 cache size of 512KB for all simulations in 

this study and only SPEC CPU2000 benchmark programs rather than a mix of SPEC95 

and SPEC2000.  

 

To evaluate the upper-bound potential of an ACS, the system is designed with two main 

components: Address Linking Table (ALT) and Address Correlation Table (ACT) as 

shown in Figure 4.2. The ALT stores the correlations between addresses currently 
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residing in the L1 data cache. The ACT keeps all the addresses evicted from the cache 

and their correlated addresses in L1 data cache that can supply data for them. In another 

word, the ACT is the table providing the information of alternative data source on a cache 

miss. 

 

When a cache line is brought into the L1 data cache, all the addresses in cache line are 

linked with the addresses of other cache lines according to their values. An address will 

never be linked with the addresses in the same cache line since they will be removed 

from the cache at the same time. If a new value is stored to an address, all the links to the 

updated address are removed and new links are generated for the address based on its 

new value. 

 

When a cache line is evicted from the cache, the linking information of each address in it 

is moved from ALT to ACT. Lists of links for those addresses in ACT that correlate with 

the removed addresses are updated to properly reflect the availability of data (alternative 

data source). Removal of an entry from the ACT occurs when all the linked addresses of 

an ACT entry are evicted from the L1 data cache or when the address of an ACT entry is 

put back to L1 data cache again. 

 

ACT is accessed in parallel with the L1 data cache on a memory access. When the 

requested address misses in the cache but hit in ACT, an address is then sent to L1 data 

cache, and L1 data cache can use this information to find the value for a previous cache 

miss. 

 

The mechanism described above can also supply the data for partial hits. A partial hit 

occurs when a request for an address is a cache hit, but the data at the address is not 

available because it is still in transit from the lower level memory. Fast data delivery of 

partial hits is made possible by delaying the time for an entry to be removed from the 

ACT. An entry (of addresses of the same cache line) in ACT is removed after the data of 
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its cache line is in the cache instead of when the tag of its cache line is set in the cache. 

Since an address whose data exists in the cache will never be in ACT, a hit in ACT 

indicates that there was either a cache miss or a partial hit. 

 

 

 

 

 

 

 

 

 

 

Figure 4.2  Address Correlation System. The L1 data cache and ACT are accessed at the 
same time. When there is a hit in ACT (must be a miss in L1 data cache), a correlated 
address is supplied from the ACT. The L1 data cache then uses this information to supply 
data in the next cycle. 
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Chapter 5  
 
Evaluation of Simulation Results 
 

 

This chapter presents the performance results for incorrect speculation and address 

correlation with detailed analysis. 

 

 

5.1. Results for Incorrect Speculation 
 

In this section, we evaluate the performance of incorrect speculation (wrong execution) in 

a superscalar processor and in the superthreaded architecture separately. While 1TU 

(thread unit) configuration in superthreaded processor corresponds to a superscalar 

processor and used for comparison to evaluate the performance of the superthreaded 

architecture due to the varying number of TUs, the results obtained for 1TU and for a 

superscalar processor might not be the same. Because, the benchmark programs used for 

the superthreaded architecture are parallelized using compiler transformations, such as 

loop coalescing, loop unrolling and code re-ordering to increase the overlap, which 

eventually affects the performance of the benchmarks on a 1TU configuration (a 

superscalar processor). 
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5.1.1. Incorrect Speculation in a Superscalar Processor 

 

The simulation results are presented as follows. First, the performances of the different 

configurations are compared using the speedups relative to the baseline (orig) processor. 

Next, several important memory system parameters are varied to determine the sensitivity 

of the WPC to these parameters. The impact of executing wrong-path loads both with and 

without the WPC also is analyzed. 

 

In this study, our focus is on improving the performance of on-chip direct-mapped data 

caches. Therefore, most of the comparisons for the WPC are made against a victim cache 

[Jou90]. We do investigate the impact of varying the L1 associativity in Section 5.1.1.2.5, 

however. 

 

5.1.1.1. Performance Comparisons 

 

5.1.1.1.1. Speedup Due to the WPC 

 

Figure 5.1 shows the speedups obtained relative to the orig configuration when executing 

each benchmark on the different configurations described in Section 4.1.1.2. The results 

are given for an 8KB direct-mapped data cache using 32-byte cache blocks. The WPC 

and the victim cache each have eight entries in those configurations that include these 

structures. 

 

Of all of the configurations, wpc, which executes loads down the wrong branch path with 

an 8-entry WPC, gives the greatest speedup. From Figure 5.1, we can see that, for small 

caches, the all configuration actually produces a slowdown due to the large number of 

wrong-path loads polluting the L1 cache. However, by adding the WPC, the new 
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configuration, wpc, produces the best speedup compared to the other configurations.  In 

particular, wpc outperforms the orig_vc and all_vc configurations, which use a simple 

victim cache to improve the performance of the baseline processor. While wpc can 

produce a speedup of up to 37% for the mcf benchmark compared to the baseline 

processor, it also produces consistently higher speedups compared to the configurations 

with a victim cache.  
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Figure 5.1  The Wrong Path Cache (wpc) produces consistently higher speedups than the 
victim cache (vc) or the all configuration, which does not have a WPC but does execute 
all ready wrong–path loads if there is a free port to the memory system. The data cache is 
8KB direct-mapped and has 32 byte blocks. All speedups are relative to the baseline 
(orig) processor. 
 

Figure 5.1 shows that the WPC produces better performance than a simple victim cache 

of the same size. With an 8KB direct-mapped data cache, the average speedup obtained 

from using the WPC (wpc) is substantially better than that obtained from using only a 

victim cache (orig_vc and all_vc) compared to the baseline processor (orig). While both 

the WPC and the victim cache reduce the impact of conflict misses in the data cache by 
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storing recent castouts near the processor, the WPC goes further by acting like a prefetch 

buffer and thus preventing pollution misses due to the indirect prefetches caused by 

executing the wrong-path loads in the all configuration. The WPC also may 

unintentionally be reducing the latency of retrieving data from other levels in the memory 

hierarchy for both compulsory and capacity misses from loads executed on the correct 

path. However, analyzing these small distinctions is beyond the scope of this thesis. 

 

While we will study the effect of different cache parameters in later sections, Figure 

Figure 5.2 shows the speedup results for an 8KB L1 data cache with 4-way associativity. 

When increasing the associativity of the L1 cache, the speedup obtained by the orig_vc 

seen in Figure 5.1 disappears.  However, the wpc still provides significant speedup as the 

associativity increases and it substantially outperforms the all_vc configuration. The mcf 

program shows generally poor cache behavior and increasing the L1 associativity does 

not reduce its miss rate significantly. Therefore, we see that the speedup produced by the 

wpc for mcf remains the same in Figure 5.1 and Figure 5.2. As expected, a better cache 

with lower miss rates reduces the benefit of the wpc. From Figure 5.2, we also see that 

the all configuration can produce some speedup. There is still some slowdown for a few 

of the benchmarks due to pollution from the wrong path execution of loads. However, the 

slowdown for the all configuration is less than in Figure 3, where the cache is direct-

mapped. 
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Figure 5.2  With a data cache of 8KB with 4-way associativity, the speedup obtained by 
orig_vc disappears. However, wpc continues to provide significant speedup and 
substantially outperforms the all_vc configuration. The all configuration also shows 
significant speedup for some benchmarks. The data cache has 32 byte blocks. All 
speedups are relative to the baseline (orig) processor. 
 

5.1.1.1.2. Causes of the WPC Speedups 

 

Figure 5.3-Figure 5.5 analyze how the execution of loads down the wrong path actually 

affects the memory system and how the WPC helps improve the overall performance.  

Figure 5.3 and Figure 5.4 show how both the correct path and wrong path accesses to the 

memory hierarchy are serviced. In these figures, the wrong path is the execution path that 

is known to be wrong after the branch resolves. The correct path, on the other hand, 

includes the speculative execution of loads that are issued before the branch is resolved. 

 

The speedup results shown in Figure 5.1 and Figure 5.2 can be at least partially explained 

by examining what levels of the memory hierarchy service the memory accesses. Figure 

5.3 shows that the great majority of all memory accesses in the benchmark programs are 

serviced by the L1 cache, as is to be expected. While a relatively small fraction of the 
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memory accesses cause misses, these misses add a disproportionately large amount of 

time to the memory access time. The values for memory accesses that miss in the L1 

cache must be obtained from one of three possible sources, the wrong-path cache (WPC), 

the L2 cache, or the memory. Figure 5.3 shows that a substantial fraction of the misses in 

these benchmark programs are serviced by the WPC. For example, 4% of all memory 

accesses issued by twolf are serviced by the WPC. However, this fraction corresponds to 

32% of the L1 misses generated by this program. Similarly, 3.3% of mcf's memory 

accesses, and 1.9% of equake's, are serviced by the WPC, which corresponds to 21% and 

29% of their L1 misses, respectively. Since the WPC is accessed in parallel with the L1 

cache, misses serviced by the WPC are serviced in the same amount of time as a hit in the 

L1 cache, while accesses serviced by the L2 cache require 12 cycles and accesses that 

must go all the way to memory require 200 cycles. For most of these programs, we see 

that the WPC converts approximately 20-35% of misses that would have been serviced 

by the L2 cache or the memory into accesses that are equivalent to an L1 hit.  

 

While the above discussion explains some of the speedups seen in Figure 5.1 and Figure 

5.2, it does not completely explain the results. For instance, twolf has the largest fraction 

of memory accesses serviced by the WPC in Figure 5.3. However, mcf, gzip, and equake 

show better overall speedups. This difference in speedup is explained in Figure 5.4. This 

figure shows which levels of the memory hierarchy service the speculative loads issued 

on what is subsequently determined to be the wrong branch path. Speculative loads that 

miss in both the L1 cache and the WPC are serviced either by the L2 cache or by the 

memory. These values are placed in the WPC in the hope that the values will be 

subsequently referenced by a load issued on the correct branch path.  

 

In Figure 5.4, we see that 30 percent of the wrong path accesses that miss in both the L1 

and the WPC are serviced by memory, which means that this percentage of the blocks in 

the WPC is loaded from memory. So, from Figure 5.3 we can say that 30 percent of the 

correct path accesses that hit in the WPC for mcf would have been serviced by the 
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memory in a system without the WPC. That is, the WPC effectively converts a large 

fraction of this program's L1 misses into the equivalent of an L1 hit. In twolf, on the other 

hand, most of the hits to the WPC would have been hits in the L2 cache in the absence of 

the WPC. We see in Figure 5.4 that less than 1% of the wrong path accesses for twolf that 

miss both in the L1 and the WPC are serviced by memory, while 99% of these misses are 

serviced by the L2 cache. That is, almost all the data in the WPC comes from the L2 

cache for twolf. Thus, the WPC does a better job of hiding miss delays for mcf than for 

twolf, which explains why mcf obtains a higher overall speedup with the WPC than does 

twolf. A similar argument explains the speedup results observed in the rest of the 

programs, as well.  

 

In Figure 5.5, we see that approximately 55-75% of the blocks that are moved into the 

WPC are used before being evicted by subsequent accesses. However, not all of these 

accesses are useful to the correct execution path. The lighter portion of each bar in this 

figure shows the fraction of all of the blocks accessed in the WPC that are actually used 

by loads issued from the correct execution path. For ijpeg, for example, 55% of the 

blocks in the WPC are accessed before being evicted. Furthermore, of these blocks, only 

19% are actually useful to the execution of the correct branch path. For mcf, on the other 

hand, 74% of the blocks in the WPC are accessed before being evicted, and 61% of these 

accessed blocks are useful to the correct path execution. m88ksim has a usage percentage 

of 64%, but at 6%, it has the smallest percentage used by the correct path. However, 

m88ksim still has a greater benefit from the WPC than ijpeg because the overall 

percentage of correct path accesses serviced by the WPC is larger in m88ksim than ijpeg 

(see Figure 5.3). In addition, ijpeg has a smaller percentage of wrong path references 

serviced by the L2 cache or memory, which implies that there is less prefetching for the 

later correct path accesses for ijpeg compared to m88ksim. 
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Figure 5.3  The fraction of memory references on the correct execution path that are 
serviced by the L1 cache, the WPC, the L2 cache, and memory. The L1 data cache is 
8KB direct-mapped and has 32 byte blocks. 
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Figure 5.4  The fraction of memory references on the wrong execution path that are 
serviced by the L1 cache, the WPC, the L2 cache, and memory. The L1 data cache is 
8KB direct-mapped and has 32 byte blocks. 
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Figure 5.5  Percentage of the blocks that are moved into the WPC that are used before 
being evicted. The proportion of hits used by the Wrong Path (WP) and the Correct Path 
(CP) are also given. 
 

 

5.1.1.2. Sensitivity to Cache Parameters 

 

There are several parameters that affect the performance of a cache memory system. In 

this study, we examine the effects of the cache size, the associativity, the cache block size, 

and the memory latency on the cache performance when allowing the execution of 

wrong-path loads both with and without the WPC.  

 

5.1.1.2.1. The Effect of the L1 cache size 

 

Figure 5.6 shows that relative benefit of the wpc decreases as the L1 cache size increases. 

However, the WPC size is kept constant in these simulations so that the relative size of 

the WPC to the data cache is reduced. With a smaller cache, wrong-path loads cause 

more misses compared to configurations with larger caches. These additional misses tend 

to prefetch data that is put into the WPC for use by subsequently executed correct branch 
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paths. The WPC eliminates the pollution in the L1 data cache for the all configuration 

that would otherwise have occurred without the WPC, which then makes these indirect 

prefetches useful for the correct branch path execution.  

 

While the WPC is a relatively small hardware structure, it does consume some chip area. 

Figure 5.7 shows the performance obtained with an 8-entry WPC used in conjunction 

with an 8KB L1 cache compared to the performance obtained with the original processor 

configuration using a 16KB L1 cache and a 32KB L1 cache but without a WPC. We find 

that, for all of the test programs, the small WPC with the 8KB cache exceeds the 

performance of the processor when the cache size is doubled, but without the WPC. 

Furthermore, the WPC configuration exceeds the performance obtained when the size of 

the L1 cache is quadrupled for all of the test programs except gcc, li, vpr, and twolf.  We 

conclude that this small WPC is an excellent use of the chip area compared to simply 

increasing the L1 cache size. 
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Figure 5.6  Speedup obtained with the wpc configuration as the L1 cache size is varied. 
The L1 data cache is direct-mapped with 32 byte blocks. All speedups are relative to the 
baseline (orig) processor. 
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Figure 5.7  The speedup obtained with the WPC compared to configurations with larger 
L1 caches but without a WPC. The base cache size is 8KB and is direct-mapped with 32 
byte blocks.  
 

 

5.1.1.2.2. The Effect of the WPC size 

 

The effect of varying the WPC size is shown in Figure 5.8 and Figure 5.9 for WPC sizes 

of 4, 8, and 16 entries (128B, 256B, and 512B, respectively). The size of a straight victim 

cache also is varied to compare the victim cache to the WPC. Figure 5.8 shows the 

speedup for a direct-mapped L1 data cache, while Figure 5.9 shows the impact of varying 

sizes of the WPC for a 4-way associative L1 data cache. We see that even a small 4-entry 

WPC generally produces better performance than a 16-entry victim cache. In Figure 5.9, 

we can see that, for most of the benchmark programs, there is no (or negligible) speedup 

with a straight victim cache (orig_vc and all_vc), but the wpc continues to show 

significant speedups. 
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Figure 5.8  Speedup relative to the baseline (orig) processor when varying the size of the 
victim cache and the size of the WPC. The L1 data cache is 8 KB direct-mapped with 32 
byte blocks. The legend denotes the number of entries in the victim cache or WPC for 
each design. 
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Figure 5.9  Speedups relative to the baseline (orig) processor when varying the size of the 
victim cache and the size of the WPC. The L1 data cache is 8 KB, 4-way associative with 
32 byte blocks. The legend denotes the number of entries in the victim cache or WPC for 
each design. 
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5.1.1.2.3. The Effect of Memory Latency 

 

In a traditional hardware- or software-based prefetching implementation [Ber95, Che94, 

Che95, Dah95, Fu91, Gor90, Jos99, Jou90, Lip95, Luk96, Mow91, Mow92, Pen00, 

Pie96, Rei99-2, Rot98, Smi82, Van00], the target addresses must be fetched as part of the 

main execution path.  However, since the prefetched value typically is needed almost 

immediately by an instruction on this execution path, there often is not enough time to 

cover the memory latency for the prefetched value. The execution of the wrong-path 

loads, on the other hand, indirectly prefetches down a path that is not immediately taken. 

As a result, these wrong-path loads potentially have more time to prefetch a block from 

memory before the correct path that actually needs the indirectly prefetched values is 

executed. Figure 5.10 shows that the WPC can effectively hide even relatively large main 

memory latencies due to this indirect prefetching effect. 
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Figure 5.10  Speedup of the wpc configuration compared to the baseline (orig) 
configuration when varying the memory latency. The data cache is 8 KB direct-mapped 
with 32-byte cache blocks. 
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5.1.1.2.4. Total Data and Bus Traffic 

 

Figure 5.11 shows that executing the loads that are known to be down the wrong path 

typically increases the number of L1 data cache references by about 15-25% for most of 

the test programs. Furthermore, this figure shows that executing these wrong-path loads 

increases the bus traffic (measured in bytes) between the L1 cache and the L2 cache by 5-

23%, with an average increase of 11%. However, the WPC reduces the total data cache 

miss ratio for loads on the correct path by up to 39%, as shown in Figure 5.12. This 

reduction occurs because of the indirect prefetching effect of the wrong-path misses, 

which subsequently reduce the number of correct-path misses.  
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Figure 5.11  The percentage increase in L1 cache accesses and traffic between the L1 
cache and the L2 cache for the wpc configuration compared to the orig configuration.  
The L1 cache is 8 KB, direct-mapped and has 32B blocks. 
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Figure 5.12  The reduction in data cache misses for the wpc configuration compared to 
the orig configuration.  The L1 cache is 8 KB, direct-mapped and has 32B blocks. 
 

5.1.1.2.5. Impact of L1 Cache Associativity 

 

Increasing the L1 cache associativity typically tends to reduce the number of L1 misses 

on both the correct path [Smi82] and the wrong path. This reduction in misses reduces the 

number of indirect prefetches issued from the wrong path, which then reduces the impact 

of the WPC, as shown in Figure 5.13. The mcf program is the exception since its overall 

cache behavior is less sensitive to the L1 associativity than the other test programs. 
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Figure 5.13  The effect of the L1 cache associativity on the speedup of the wpc 
configuration compared to the orig configuration. The L1 cache size is 8 KB with 32 byte 
blocks. 
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5.1.1.2.6. The Effect of L1 Cache Block Size 

 

As the block size of the data cache increases, the number of conflict misses also tends to 

increase [Smi82, Pat96]. Figure 5.14 shows that smaller cache blocks produce better 

speedups for configurations without a WPC when wrong-path loads are allowed to 

execute since larger blocks more often displace useful data in the L1 cache. However, for 

the systems with a WPC, the increasing conflict misses in the data cache due to the larger 

blocks results in an increase in these misses hitting in the WPC because of the victim-

caching behavior of the WPC. In addition, the indirect prefetches provide a greater 

benefit for large blocks since the WPC eliminates their polluting effects. We conclude 

that larger cache blocks work well with the WPC since the strengths and weaknesses of 

larger blocks and the WPC are complementary.  
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Figure 5.14  The effect of the cache block size on the speedup of the all and wpc 
configurations compared to the orig configuration.  The L1 cache is direct-mapped and 8 
KB. The WPC is 256B, i.e, 8–entries with 32B lines (wpc32B), or 32-entries with 8B 
lines (wpc8B). 
 

5.1.1.3. The Impact of Branch Prediction Accuracy 

 

Since the indirect prefetching effect provided by the WPC relies on the execution of load 
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instructions issued along a wrongly-predicted branch path, it seems likely that the 

speedup due to the WPC would be sensitive to the accuracy of the branch predictor. For 

instance, higher branch prediction accuracies would result in fewer wrong-path loads 

being issued, which could reduce the benefit of the WPC.  

 

To test this sensitivity, we examined the performance obtained with the WPC for three 

different branch predictors. The prediction accuracies of the different predictors are 

shown in Table 5.1. The bpred2 predictor is the GAp branch predictor [Pan92, Yeh93] 

with a 4K-entry Pattern History Table (PHT) with 2-bit saturating counters, which has 

been used in all of the simulations up to this point. The bpred1 predictor, which has the 

lowest prediction accuracy, uses a smaller PHT with 1K-entries. The bpred3 predictor, 

which uses an 8K-entry PHT, has the highest prediction accuracy. 

 

Table 5.1  Branch prediction accuracies of the three different branch predictor 
configurations examined in this study. 

 

Benchmark 
%accuracy 

bpred1 

%accuracy  

bpred2 

%accuracy 

bpred3 

124.m88ksim 86.8 93.0 95.6 

126.gcc 76.9 80.5 85.6 

130.li 87.7 90.3 92.4 

132.ijpeg 81.8 85.3 91.2 

134.perl 84.0 89.7 94.4 

164.gzip 86.5 89.1 91.9 

175.vpr 76.9 78.1 84.8 

181.mcf 84.6 87.3 91.9 

197.parser 85.7 88.6 92.8 

300.twolf 71.4 74.4 80.1 

183.equake 81.9 85.0 90.5 

 

The speedup results in Figure 5.15 show that the performance obtained with the WPC 

does not directly correlate with the branch prediction accuracy. For half of the test 
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programs, increasing the prediction accuracy reduces the speedup provided by the WPC. 

This reduction is presumably due to fewer misses occurring on the wrong branch path, 

which reduces the indirect prefetching effect provided by the WPC. For the remaining 

programs, however, increasing the prediction accuracy causes an increase in the speedup 

provided by the WPC. This result is counter-intuitive since there are fewer wrong-path 

loads issued as the branch prediction accuracy increases. It is not entirely clear why fewer 

wrong-path loads would cause an increase in the performance provided by the WPC. 

However, it appears likely that, for these test programs, many of the wrong-path loads 

issued for the configurations with lower prediction accuracies are not useful to the 

correct-path execution. Additional work still needs to be done to fully understand the 

relationship of the branch prediction accuracy to the performance of the WPC.  

  

0%

5%

10%

15%

20%

25%

30%

35%

40%

45%

12
4.m

88
ks

im

12
6.g

cc
13

0.l
i

13
2.i

jpe
g

13
4.p

erl

16
4.g

zip

17
5.v

pr

18
1.m

cf

19
7.p

ars
er

30
0.t

wolf

18
3.e

qu
ak

e

av
era

ge

bpred1

bpred2

bpred3

 
 

Figure 5.15  Speedup of the wpc compared to the orig configuration with various branch 
prediction accuracies. 
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5.1.2. Incorrect Speculation in a Concurrent Multithreaded Architecture 

 

We first examine the baseline performance of the superthreaded architecture followed by 

an evaluation of the performance of the WEC when using different numbers of TUs. The 

effects of wrong execution, both with and without a WEC, on the performance of the 

superthreaded architecture are subsequently examined. We also study the sensitivity of 

the WEC to several important memory system parameters and analyze the reduction in 

the number of L1 data cache misses and the increase in the memory traffic due to the 

WEC.  

 

The overall execution time is used to determine the percentage change in performance of 

the different configurations tested relative to the execution time of the baseline 

configuration. Average speedups are calculated using the execution time weighted 

average of all of the benchmarks [Lil00].  This weighting gives equal importance to each 

benchmark program independent of its total execution time. 

 

5.1.2.1. Baseline Performance of the Superthreaded Architecture 

 

The system parameters used to test the baseline performance, and to determine the 

amount of parallelism actually exploited in the benchmark programs [Tsa98], are shown 

in Table 5.2. The size of the distributed 4-way associative L1 data cache in each TU is 

scaled from 2k to 32k as the number of TUs is varied to keep the total amount of L1 

cache in the system constant at 32K.  

 

The baseline for these initial comparisons is a single-thread, single-issue processor, 

which does not exploit any parallelism. The single-thread-unit, sixteen-issue processor 

corresponds to a very wide issue superscalar processor that is capable of exploiting only 

instruction-level parallelism. In the 16TU superthreaded processor, each thread can issue 

only a single instruction per cycle.  Thus, this configuration exploits only thread-level 
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parallelism. The other configurations exploit a combination of both instruction- and 

thread-level parallelism.  Note that the total amount of parallelism available in all of these 

configurations is constant at 16 instructions per cycle. 

 

Table 5.2  Simulation parameters used for each TU 
 

# of TUs 
Issue rate 

1 
1 

1 
16 

2 
8 

4 
4 

8 
2 

16 
1 

Reorder buffer size 8 128 64 32 16 8 
INT ALU 1 16 8 4 2 1 

INT MULT 1 8 4 2 1 1 
FP ALU 1 16 8 4 2 1 

FP MULT 1 8 4 2 1 1 
L1 data cache size (K) 2 32 16 8 4 2 

 

Figure 5.16 shows the amount of instruction- and thread-level parallelism in the 

parallelized portions of the benchmarks to thereby compare the performance of the 

superthreaded processor with a conventional superscalar processor.  The single TU 

configuration at the left of each set of bars is capable of issuing 16 instructions per cycle 

within the single thread.  As you move to the right within a group, there are more TUs, 

but each can issue a proportionally smaller number of instructions per TU so that the total 

available parallelism is fixed at 16 instructions per cycle. 

 

In these baseline simulations, 164.gzip shows high thread-level parallelism with a 

speedup of 14x for the 16TU X 1-issue configuration. A 1TU X 16-issue configuration 

gives a speedup less than 4x when executing this program.  The 175.vpr benchmark 

appears to have more instruction-level parallelism than thread-level parallelism since the 

speedup of the parallelized portion of this program decreases as the number of TUs 

increases. For most of the benchmark programs, the performance tends to improve as the 

number of TUs increases.  This behavior indicates that there is more thread-level 

parallelism in the parallelized portions of the benchmark programs than simple 

instruction-level parallelism.  
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In the cases where the pure superscalar model achieves the best performance, it is likely 

that the clock cycle time of the very wide issue superscalar processor would be longer 

than the combined models or the pure superthreaded model.  This increase in cycle time 

would occur since the 16-issue superscalar model would require a very large instruction 

reorder buffer for dynamic instruction scheduling. On average, we see that the thread-

level parallelization tends to outperform the pure instruction-level parallelization.  
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Figure 5.16  Performance of the superthreaded processor for the parallelized portions of 
the benchmarks with the hardware configurations shown in Table 3. The baseline 
configuration is a single-threaded, single-issue processor. 
 

 

5.1.2.2. Performance of the superthreaded processor with the WEC 

 

Based on the results in the previous section, and considering what is expected for future 

processor development, we use eight TUs, where each TU is an 8-issue out-of-order 

processor, in the remainder of the study.  In some of the experiments, however, we vary 

the number of TUs to study the impact of varying the available thread-level parallelism 

on the performance of the WEC.   
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Each of the TUs has a load/store queue size of 64 entries. The reorder buffer also is 64 

entries. The processor has 8 integer ALU units, 4 integer multiply/divide units, 8 floating-

point (FP) adders and 4 FP multiply/divide units. The default L1 data cache in each TU is 

8KB, direct-mapped, with a block size of 64 bytes. The default WEC has 8 entries and is 

fully associative with the same block size as the L1 data cache.  

 

Since our focus is on improving the performance of on-chip direct-mapped data caches in 

a speculative multithreaded architecture, most of the following comparisons for the WEC 

are made against a victim cache. We also examine the prefetching effect of wrong 

execution with the WEC by comparing it with next-line tagged prefetching. 

 

 

5.1.2.2.1. The Effect of Varying the Number of TUs 

 

Figure 5.17 shows the performance of the wth-wp-wec configuration as the number of 

TUs is varied. These results are for the entire benchmark program, not just the 

parallelized loops. The baseline is the orig configuration with a single TU. We see that 

the speedup of the wth-wp-wec configuration can be as much as 39.2% (183.equake). For 

most of the benchmarks, we see that even a two-thread-unit wth-wp-wec performs better 

than the orig configuration with 16 TUs. 

 

The single-thread wth-wp-wec configuration shows that adding the WEC to the 

superthreaded architecture can improve the performance significantly, up to 10.4% for 

183.equake, for instance.  When more than one TU is used, we see even greater 

improvements when using the WEC due to the larger number of wrong loads issued by 

executing the wrong threads.  For example, in Figure 5.18, we see that the performance 

of 181.mcf improves from 6.2% compared to the baseline configuration when executing 

with a single TU, to a 20.2% increase over the baseline configuration when using 16 TUs. 

On average, the performance of the wth-wp-wec configuration increases with the number 
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of threads because the total size of the WEC and the L1 cache increases in the parallel 

configurations, although the ratio of the WEC size to the L1  data cache size remains 

constant.  Once the total cache and WEC sizes match the benchmark’s memory footprint, 

the performance improvement levels off. 

 

The 175.vpr program slows down on the orig configuration compared to the single-therad 

performance because there is not enough overlap among threads when using more than 

one TU. As a result, the superthreading overhead overwhelms the benefits of executing 

the program in parallel.  The 181.mcf program also shows some slowdown for two and 

four TUs because of contention for thread units. 

 

-10

-5

0

5

10

15

20

25

30

35

40

17
5.v

pr

16
4.g

zip

18
1.m

cf

19
7.p

ars
er

18
3.e

qu
ak

e

17
7.m

es
a

av
era

ge

re
la

tiv
e 

sp
ee

du
p 

(%
)

2TU org

4TU org

8TU org

16TU org

1TU w ec

2TU w ec

4TU w ec 

8TU w ec

16TU w ec

 

Figure 5.17  Performance of the entire benchmark programs as the number of TUs is 
varied. The baseline processor is a superthreaded processor with a single TU. 
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Figure 5.18  Performance of the wth-wp-wec configuration on top of the parallel 
execution. The baseline processors are one- to 16-TU superthreaded processors with the 
number of TUs corresponding to the number of threads used in the wth-wp-wec 
configuration. 
 

 

5.1.2.2.2. Performance Improvements Due to the WEC 

 

The previous section showed the performance improvement obtained by executing 

wrong-path and wrong-load instructions with a WEC in each TU as the total number of 

available TUs was varied.  Figure 5.19, in contrast, compares the relative speedup 

obtained by all of the different processor configurations described in Section 4.1.2.3 

compared to the baseline processor, orig. All of these configurations use eight TUs.  

 

We see from this figure that the combination of wrong execution plus the WEC (wth-wp-

wec) gives the greatest speedup of all the configurations tested.  The use of only wrong-

path or wrong-thread execution alone or in combination (wp, wth, or wth-wp) provides 
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very little performance improvement. When they are used together (wth-wp), for instance, 

the best speedup is only 2.2% (for 183.equake) while there is some slowdown for 

177.mesa. It appears that the cache pollution caused by executing the wrong loads in 

these configurations offsets the benefit of their prefetching effect. When the WEC is 

added, however, the cache pollution is eliminated which produces speedups of up to 

18.5% (181.mcf), with an average speedup of 9.7%.   

 

Compared to a victim cache of the same size, the configurations with the WEC show 

substantially better performance. While the WEC (wth-wp-wec) and the victim cache 

(wth-wp-vc) both reduce conflict misses, the WEC further eliminates the pollution caused 

by executing loads from the wrong path and the wrong thread.  

 

In addition to this indirect prefetching effect, the WEC also stores the results of the next-

line prefetches initiated by a hit to a block in the WEC that was previously prefetched 

through a wrong execution. With both the indirect prefetching and the explicit 

prefetching, the wth-wp-wec performs better than conventional next-line tagged 

prefetching (nlp) with the same size prefetch buffer.  Note that the extra hardware cost of 

both configurations would be approximately the same. On average, conventional next-

line prefetching (nlp) produces a speedup of 5.5%, while the WEC (wth-wp-wec) 

produces a speedup of 9.7%. 
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Figure 5.19  Relative speedups obtained by the different processor configurations’ 
parallel execution with eight TUs. The baseline is the original superthreaded parallel 
execution with eight TUs. 
 
 
5.1.2.2.3. The Overhead due to the Wrong Execution 

 

The overhead of wrong execution is shown in Figure 5.20 and 5.21. Figure 5.20 shows 

the percentage of extra threads spawned that are wrong threads. On average, there is a 

3.2% increase in the number of threads spawned due to wrong thread execution compared 

to when not allowing wrong thread execution. The execution of these wrong threads is 

overlapped with the execution of the following sequential code.  As a result, these wrong 

threads do not compete for hardware resources with the single correct execution thread 

since the wrong threads are executing on what would otherwise be idle thread units.  

 

Figure 5.21 shows that the performance increase from executing wrong threads comes at 

the cost of an increase in the traffic between the processor and the L1 cache.  This 

increase in cache traffic is a side effect of issuing more load instructions from both the 

wrong execution path and the misspeculated threads. This traffic increase can be as high 

as 30% in 175.vpr, with an average increase of 14%.  This relatively small average 
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increase in cache traffic would appear to be more than offset by the increase in 

performance provided by using the WEC, though. Figure 5.21 also shows that the WEC 

can significantly reduce the number of misses in the L1 data cache.  This reduction is as 

high as 73% for 177.mesa, although the miss count reduction for 181.mcf is not as 

significant as the others. 
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Figure 5.20  Percentage of extra threads spawned due to wrong thread execution. The 
baseline is the total number of spawned threads when not allowing wrong thread 
execution 
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Figure 5.21  Increases in the L1 cache traffic and the reduction in L1 misses when using 
wrong thread execution. 
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5.1.2.3. Sensitivity Analysis 

 

In this section, we study the effects of varying the L1 data cache associativity, the L1 data 

cache size, and the shared L2 cache size on the performance of the WEC. Each 

simulation in this section uses eight TUs. 

 

5.1.2.3.1. Impact of the L1 Data Cache Associativity 

 

Increasing the L1 cache associativity typically tends to reduce the number of L1 misses 

for both correct execution [Smi82] and wrong execution [Sen02]. The reduction in misses 

in the wrong execution paths reduces the number of indirect prefetches issued during 

wrong execution, which then reduces the performance improvement from the WEC, as 

shown in Figure 5.22.  The baseline configuration is this figure is the orig processor with 

a direct-mapped and 4-way associative L1 data corresponding to the direct-mapped and 

4-way WEC results.  When the associativity of the L1 cache is increased, the speedup 

obtained by the victim cache (vc) disappears.  However, the configuration with the 

wrong-execution cache, wth-wp-wec, still provides significant speedup. This 

configuration also substantially outperforms the wth-wp-vc configuration, which issues 

loads from the wrong execution paths, but uses a standard victim cache instead of the 

WEC. 
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Figure 5.22  Performance sensitivity of an eight-TU superthreaded processor with 8-issue 
superscalar cores and a WEC as the associativity of the L1 data cache is varied (direct-
mapped, 4-way). 
 

5.1.2.3.2. The Effect of the L1 Data Cache Size  

 

Figure 5.23 shows the normalized execution times for the orig and wth-wp-wec 

configurations when the L1 data cache size is varied. We see that the relative speedup 

produced by the WEC (wth-wp-wec) decreases as the L1 data cache size is increased. 

Note, however, that the WEC size is kept constant throughout this group of simulations 

so that the relative size of the WEC compared to the L1 data cache is reduced as the L1 

size is increased. With a larger L1 cache, the wrong execution loads produce fewer 

misses compared to the configurations with smaller caches. The smaller number of 

misses reduces the number of potential prefetches produced by the wrong execution loads, 

which thereby reduces the performance impact of the WEC. 

 

We can see from Figure 5.23 that, for all of the test programs, a small 8-entry WEC with 

an 8K L1 data cache exceeds the performance of the baseline processor (orig) when the 

cache size is doubled, but without the WEC. Furthermore, on average, the WEC with a 
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4K L1 data cache performs better than the baseline processor with a 32K L1 data cache. 

These results suggest that incorporating a WEC into the processor is an excellent use of 

chip area compared to simply increasing the L1 data cache size. 
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Figure 5.23  Performance sensitivity of an eight-TU superthreaded processor with 8-issue 
superscalar cores and a WEC as the L1 data cache size is varied (4k, 8k, 16k, 32k). 
 

5.1.2.3.3. The Effect of the L2 Cache Size  

 

We see from Figure 5.24 that, as the L2 cache size is increased, the performance of the 

orig and wth-wp-wec configurations both tend to improve, as expected. However, the 

speedup of the wth-wp-wec configuration compared to the orig configuration decreases. 

This change occurs because the WEC hides the latency of correct execution misses by 

caching the blocks brought from the L2 cache or the memory on a wrong execution miss. 

A WEC hit on an L1 miss will convert the L1 miss that would have been serviced by the 

L2 or memory in a system without the WEC into the equivalent of an L1 hit. More of the 

latency is hidden when the blocks in the WEC are loaded from memory than when they 
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are loaded from the L2 cache.  Since a larger L2 cache reduces the number of misses in 

the L2 cache, fewer blocks will be loaded into the WEC from memory.  Therefore, as the 

L2 cache size increases, the WEC (wth-wp-wec) does not improve the performance over 

the baseline configuration (orig) as much as it does with smaller L2 cache sizes. 
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Figure 5.24  Performance sensitivity of an eight-TU superthreaded processor with 8-issue 
superscalar cores and a WEC as the L2 data cache size is varied (128k, 256k, 512k). 
 

5.1.2.3.4. The Effect of the WEC Size  

 

Figure 5.25 shows that, in general, the configuration that is allowed to issue loads from 

both the wrong paths and the wrong threads with a 4-entry victim cache (wth-wp-vc) 

outperforms the orig configuration with a 16-entry victim cache. Furthermore, replacing 

the victim cache with a 4-entry WEC causes the wth-wp-wec configuration to outperform 

the configuration with a 16-entry victim cache, wth-wp-vc. This trend is particularly 

significant for 164.gzip, 181.mcf and 183.equake. 

 

Figure 5.26 compares the WEC approach to a tagged prefetching configuration that uses 

a prefetch buffer that is the same size as the WEC. It can be seen that the wth-wp-wec 

configuration with an 8-enty WEC performs substantially better than traditional next-line 
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prefetching (nlp) with a 32-entry prefetch buffer. This result indicates that the WEC is 

actually a more efficient prefetching mechanism than a traditional next-line prefetching 

mechanism. 
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Figure 5.25  Performance sensitivity of an eight-TU superthreaded processor with 8-issue 
superscalar cores and a WEC to changes in the size of the WEC (4, 8, 16 entries) 
compared to a vc. 
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Figure 5.26  Performance sensitivity of an eight-TU superthreaded processor with 8-issue 
superscalar cores and a WEC to changes in the size of the WEC (4, 8, 16 entries) 
compared to nlp. 
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5.2. Results for Address Correlation 
 

In this section, we discuss profiling results first and later we discuss the run-time address 

correlation. Our intent is to see if all the misses that can be found in other addresses 

inside the cache are correlatable at run-time, and thus can supply the data. This will give 

us the real potential that address correlation mechanism can offer, for exceeding the 

limits of locality. The results are given for 32 KB L1 data cache with 4-way associativity, 

unless specified otherwise. 

 

5.2.1. Upper-bound Potential of Address Correlation  

 

In this section, we present the upper-bound performance improvement made possible by 

address correlation. While all of the potential addresses that store the same data can be 

candidates to supply the data on a miss or a partial hit, all of them might not be correlated 

to the requested address. Our intent is to see if all the misses that can be found in other 

addresses inside the cache can be correlated at run-time, and thus can supply the data. 

This will give us the upper-bound potential that an address correlation mechanism can 

offer for exceeding the limits of locality. 

 

In Figure 5.27, we show the normalized L1 data cache miss counts for different cache 

sizes and the effect of address correlation on reducing the number of misses. The original 

superscalar processor with an 8KB, 4-way associative L1 data cache is used as the base 

for these comparisons. We see that address correlation can eliminate most of the misses 

in the L1 data cache. That is, the data requested is usually already in the cache at other 

addresses.  

 

Figure 5.28 shows how memory accesses are serviced. We can see that ACS (Address 

Correlation System) services 57% to 99% of the misses in L1 cache.  We categorized the 

memory accesses that are serviced by ACS as the percentage of the misses that would 
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have been serviced by L2 cache and memory, in the absence of ACS. For example, for 

181.mcf, 69% of the misses in L1 data cache that would have been serviced by the L2 

cache, and 37% of the misses that would have been serviced by the memory in a system 

without address correlation are serviced by ACS. The more misses that would have been 

serviced by memory are eliminated by ACS, the more latency can be hid for the memory 

references. ACS is shown to be very effective in hiding the latency for memory 

references. 

 

While these results show the potential benefits of the address correlation mechanism, the 

important question is how successfully it can correlate addresses to supply the requested 

data from an alternative address. Figure 5.29 shows that, on average, 68% of the potential 

addresses that can supply the data on a miss can be correlated at run-time by an ACS 

mechanism and thus can supply the data on a miss of an address containing the same 

value. While Figure 1 showed that an average of 91% of the load misses can be found in 

other addresses residing in the cache, we see in Figure 5.29 that fewer misses can be 

eliminated at run-time by an ACS. Nevertheless, the reduction still is significant, ranging 

from 23 to 99%, with an average of 62%.  
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Figure 5.27  The normalized cache miss counts for varying L1 data cache sizes with and 
without address correlation (ac). The original (org) superscalar processor with an 8KB, 4-
way associative L1 data cache is used as the base for these comparisons. 
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Figure 5.28  The fraction of memory references that are serviced by L1 cache, ACS, the 
L2 cache, and memory. 
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Figure 5.29  The percentage of L1 data cache misses eliminated at run-time by an ACS. 
The L1 data cache is 32KB with 4-way associativity. 
 

Finally, we give the potential speedup results from address correlation. Here we assume 1 

cycle for ACT lookup and another 1 cycle for supplying data from the L1 data cache. 

While it is optimistic to choose only 2 cycles for the ACS to supply an alternative address 

for a miss, our aim is to show the potential rather than the actual speedups. The speedup 



    
  
 

91

results here do not show the actual speedups, but they are the speedups by the potential 

candidates for address correlation. While the potential addresses can be candidate to 

supply the data, they might not be 100% correlated. A realistic implementation of an 

address correlation mechanism, which will give real insights about the upper bound 

speedups, is left to be a future work. 

 

In Figure 5.30, the speedup results show a wide range from 0% to 243%. Our preliminary 

observation shows that supplying data from a correlated address may work well 

especially for memory intensive benchmarks. 175.vpr, 177.mesa and 300.twolf are the 

benchmarks that cannot benefit from address correlation even if there is a high amount of 

reduction in the data misses and partial hits. These benchmarks do not exhibit a memory-

intensive behavior as in the case of 179.art and 181.mcf. In Figure 5.28, we see that in the 

case of 179.art and 181.mcf, a large portion of the misses in L1 data cache, which are 

eliminated by ACS, would have been serviced by memory in a system without ACS. 

Therefore, it is easy to understand the performance results in Figure 5.30 for the 

abovementioned benchmarks.  
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Figure 5.30  The percentage speedup by supplying data from a potential address residing 
in L1 cache.  
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This hardware is not buildable, but the results are nevertheless interesting, since they 

gave us a sense of how much additional performance we can expect from an aggressive 

and accurate design of address correlation. 

 

5.2.2. The Frequency and the Location of the Correlated Addresses 

 

In Figure 5.31-Figure 5.34, we have shown results of some experiments that we have 

conducted to gain more insights for a realistic hardware implementation. Figure 5.31 and 

5.32 show the number of different addresses that can potentially supply the data on a miss 

and on a partial hit, respectively. We can see that for 181.mcf, for 48% of the data misses, 

the same data can be found in 1 to 10 different addresses, for 12%, it can be found in 11 

to 100 different addresses, for 39%, it can be found in 101 to 1000 different addresses, 

and for less than 1%, it can be found in more than 1000 different addresses. The interval 

“>1000” is more likely due to trivial values (0, 1, etc.), which can be a source of address 

correlation. However, Figure 5.31 does not show many misses eliminated by correlation 

of these values. Very similar results are obtained for the partial hits as shown in Figure 

5.32. In this figure, we can see that for 164.gzip, more than 80% of the partial hits that are 

found in ACT for faster data supply are likely to be because of frequent values used in 

the program’s execution and can be supplied from more than 1000 addresses 80% of the 

time. 

 

Figure 5.33 and 5.34 measure the distance of the potential correlated addresses, in sets, in 

which the data miss and partial hit are found, respectively. We can see that, usually 35% 

to 50% of the potential addresses for data miss and 30% to 45% of the potential addresses 

for partial hits are in the same set. The distance of the data in sets gives us insights to 

efficient design of address correlation mechanism. Having found the data within the same 

set, address correlation mechanism requires fewer searches for the potential addresses to 

correlate. 
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Figure 5.31  The number of different addresses in cache, in which the data miss is found.  
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Figure 5.32  The number of different addresses in cache, in which the partial hit is found. 
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Figure 5.33  The distance of the address in which (missed) data is found in cache 
(measured by sets).  
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Figure 5.34  The distance of the address in which (partial hit) data is found in cache 
(measured by sets). 
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Chapter 6  
 
Related Work 
 

 

This chapter introduces the previous work related to this dissertation. The covered areas 

include speculative execution, prefetching, and value locality. 

 

6.1. Speculative Execution 
 

It is important to know how much parallelism is available in typical applications. 

Machines providing a high degree of multiple-issue would be of little use if applications 

did not display that much parallelism. Recent studies [Col01, Far94, Gru98, McF86, 

Pie94, Rei99-1, Wal99] have led to a growing consensus that high levels of parallelism 

are available only by doing speculative execution, in which we can issue an instruction 

whose data dependencies are satisfied even though its control dependencies are not. That 

is, we issue a potential future instruction early even though an intervening branch may 

send us in another direction entirely. 

 

The most common approach to speculative execution uses branch prediction [Fis92, 

McF86, McF93, Pan92, Smi81, Smi84, Yeh92, Yeh93, You94]. The hardware or the 



    
  
 

96

software predicts which way a given branch will most likely go, and speculatively 

schedules instructions from that path. 

 

6.1.1. Branch Prediction 

 

Branch prediction techniques can be classified into static or dynamic.  Static branch 

prediction is a simple prediction technique, which either always uses a fixed prediction 

direction or allows compiler to determine the prediction direction. The prediction 

direction of a branch instruction is never changed. Static prediction techniques constitute 

of compile time heuristics or profile based methods.  An alternative to static prediction is 

dynamic branch prediction, which usually has superior performance. In a dynamic 

prediction scheme, prediction is decided on the computation history of the program. After 

a start-up phase of the program execution, where a static branch prediction might be 

effective, historical information is gathered and dynamic branch prediction becomes 

more effective. 

 

Several branch prediction schemes were proposed. Basic hardware branch prediction 

schemes, one-bit and two-bit predictors, are first introduced by J.E. Smith [Smi81] and by 

A. Smith and Lee [Smi84]. These predictors maintain a branch history table (BHT) to 

store the recent behavior of a branch to predict the future of that branch. McFarling and 

Hennessy [McF86] did a quantitative comparison of a variety of compile-time and run-

time branch prediction schemes. Pan et al. [Pan92] developed so-called correlation-based 

or correlating predictors that use the recent behavior of other branches to make a 

prediction rather than just the recent behavior of the branch we are trying to predict. 

Fisher and Freudenberger [Fis92] evaluated a range of compile-time branch prediction 

schemes using the metric of distance between mispredictions. Yeh and Patt [Yeh92, 

Yeh93] have written several papers on multi-level predictors that use branch histories for 

each branch. McFarling [McF93] analyzed the two-bit predictors and correlation-based 

predictor schemes and introduced a number of new predictors, e.g., gselect and gshare 
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predictors. He also proposed to combine multiple separate branch predictors, each tuned 

to a different class of branches. Hybrid predictors are proposed by several studies [Yeh92, 

Yeh93, You94, Gru98]. 

 

6.1.2. Effects of Speculative Execution 

 

There have been several studies examining how speculation affects multiple issue 

processors [Col01, Far94, Pie94, Pie96, Rei99-1, Wal99]. Farkas et al [Far94], for 

example, looked at the relative memory system performance improvement available from 

techniques such as non-blocking loads, hardware prefetching, and speculative execution, 

used both individually and in combination. The effect of deep speculative execution on 

cache performance has been studied by Pierce and Mudge [Pie94]. Several other authors 

[Col01, Pie96, Rei99-1, Wal99] have also examined speculation and pre-execution in 

their studies.  A study by Wallace et al. [Wal99] introduced instruction recycling, where 

previously executed wrong path instructions are injected back into the rename stage 

instead of being discarded. This increases the supply of instructions to the execution 

pipeline and decreases fetch latency. 

 

While there has been no previous work that has examined the impact of executing loads 

from a mispredicted thread in a multithreaded architecture, a few studies have examined 

prefetching in the Simultaneous MultiThreading (SMT) architecture. Collins et al [Col01] 

studied the use of idle thread contexts to perform prefetching based on a simulation of the 

Itanium processor that had been extended to perform simultaneous multithreading.  Their 

approach speculatively precomputed future memory accesses using a combination of 

software, existing Itanium processor features, and additional hardware support. Similarly, 

using idle threads on an Alpha 21464-like SMT processor to pre-execute speculative 

addresses and thereby prefetch future values to accelerate the main thread also has been 

proposed [Luk01]. 
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6.1.3. Incorrect Speculation: Comparison with previous work on speculative 

execution 

 

In this thesis, we introduced incorrect speculation. As discussed earlier in Chapter 2, 

incorrect speculation can occur at instruction- or thread-level. There are many studies on 

instruction-level speculation methods and a few studies on the effects of executing 

speculative load instructions in superscalar processors. On the thread-level, however, 

only a few studies, which have examined prefetching in SMT processors, are found to be 

related to our work. On the other hand, there are no studies on the effects of executing 

speculative load instructions at the thread-level. 

 

While other techniques for instruction-level speculative execution, such as branch 

prediction methods proposed by several authors as described in Section 6.1.1, allow 

instructions to be executed down the speculative path until the branch is resolved, in our 

technique of incorrect speculation, however, the load instructions fetched down the 

speculative paths are allowed to continue their execution, even after the branch result is 

known to be incorrect. Instead of being squashed by the time the branch is resolved, these 

incorrectly speculated load instructions continue their execution until the write-back stage 

of their pipeline, thus are not squashed until after they access the memory system. 

 

A different type of wrong execution occurs in commercial Intel Itanium processors based 

on predication. Predicating means that both outcomes of the branch will be put into 

execution and wrong one will be discarded later when the predicate condition resolves. 

Each instruction has a predicate assigned by compiler that determines if the instruction 

will be executed normally or if it will be executed as a NOP (No Operation). Therefore, 

predication allows instructions form both paths to be fetched. The major differences of 

predication and our method of wrong execution can be listed as follows: Predicate 

instructions are executed unconditionally, but only correct predicates are allowed to 

write-back, i.e., wrong instructions are always executed if there is branch predication 
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(Not all of the branches use predication. Predication is only useful for short, balanced 

branches. Other branches in Itanium processor also use prediction). Wrong Execution is 

an extension of speculative execution. It is only applicable when there is a misprediction 

and only loads are allowed to execute. Wrong Execution does not compete for resources 

while predication does. The loads down the wrong paths are only allowed to execute if 

there are available resources. In Itanium, wrongly predicated load instructions do not 

change the state of the cache (do not bring lines into cache; do not cause evictions, etc.) 

On the other hand, Itanium speculative execution in case of branch prediction is similar 

as traditional speculative execution. Predication needs compiler support. Wrong 

Execution is pure hardware based. 

 

A few studies, described in Section 6.1.2, on thread-level speculative execution and 

prefetching on SMT processors, differ from our work in this dissertation in several 

important ways. First, this current study extends these previous evaluations of single-

threaded and SMT architectures to a concurrent multithreading architecture.  Second, our 

mechanism requires only a small amount of extra hardware, which is transparent to the 

processor -- no extra software support is needed. Third, while we also use threads that 

would be idle if there was no wrong thread execution, our goal is not to help the main 

thread’s current execution, but rather, to accelerate the future execution of the currently 

idle threads. 

 

Our initial results on the effect of executing load instructions down the mispredicted 

branch paths and mispredicted threads are promising and should encourage and motivate 

further study of the topic. 

 

 

6.2. Prefetching 
 

Prefetching, which overlaps processor computations with data accesses, has been shown 
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to be one of several effective approaches that can be used to tolerate large memory 

latencies. Prefetching can be hardware-based, software-directed, or a combination of both 

[Jou90]. Software prefetching relies on the compiler to perform static program analysis 

and to selectively insert prefetch instructions into the executable code [Ber95, Gor90, 

Lip95, Luk96, Mow91, Mow92]. Hardware-based prefetching, on the other hand, 

requires no compiler support, but it does require some additional hardware connected to 

the cache [Che95, Dah95, Fu91, Jos99, Jou90, Pie96, Rei99-2, Rot98, Smi92, Van00].  

This type of prefetching is designed to be transparent to the processor.  

 

Jouppi [Jou90] proposed victim caching to tolerate the conflict misses in the cache. While 

several other prefetching schemes have been proposed, such as adaptive sequential 

prefetching [Dah95], prefetching with arbitrary strides [Che94, Che95, Fu91], fetch 

directed prefetching [Rei99-2], and selective prefetching [Pen00], Pierce and Mudge 

[Pie96] have proposed a scheme called wrong path instruction prefetching. This 

mechanism combines next-line prefetching with the prefetching of all instructions that 

are the targets of branch instructions regardless of the predicted direction of conditional 

branches.  

 

6.3. Indirect Prefetching by Incorrect Speculation 
 

Most of the previous prefetching schemes require a significant amount of hardware to 

implement. For instance, they require a prefetcher that prefetches the contents of the 

missed address into the data cache or into an on-chip prefetch buffer. Furthermore, a 

prefetch scheduler is needed to determine the right time to prefetch. On the other hand, 

this work has shown that executing loads down the wrongly-predicted branch paths can 

provide a form of indirect prefetching. However, this indirect prefetching may introduce 

some cache pollution. Our proposed Wrong Path Cache (WPC) is essentially a 

combination of a very small prefetch buffer and a victim cache [Jou90] to eliminate this 

pollution effect.  
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6.4. Value Locality and Address Correlation 
 

Several studies have examined the value locality in order to exploit more instruction-level 

parallelism in the application programs. Value locality [Lip96] allows instructions to 

execute before their operands are available by enabling the prediction of the values 

before they are computed. There have been studies on exploiting different kinds of value 

locality. [Yan00-2Yan02-, 1, Yan02-2, Zha00] introduced a new type of value locality 

called frequent value locality in SPEC95 benchmark programs. They have found that a 

great percentage of the misses in L1 data cache are due to a small number of distinct 

values produced by the programs. On the other hand, [Bel00, Lep00, Lep01, Lep02] 

studied another type of locality, store value locality, which characterizes and exploits the 

locality of data words stored to memory by computer programs.  

 

The behavior of load and store operations with the knowledge of value locality introduces 

various methods to reduce the latency for these operations, such as load value reuse 

[Sod97, Sod98, Yan00-1, Yan01] and load value prediction [Gab96, Lip96, Lip97, 

Nak99-1, Nak99-2]. Load reuse techniques maintain the execution history of a load 

instruction and use it to detect if a subsequent execution of an instruction will definitely 

yield the same result as its previous execution. In load value prediction, the execution 

history of the same or different load instructions is used to predict the result of the load 

instructions. In this case, the history can only be used to predict the possible outcomes of 

future executions of the load instructions. The key difference between these two 

techniques is that while load value prediction is speculative in nature, load reuse is non-

speculative. While detecting a load reuse is difficult especially for pointer-intensive 

applications, load value prediction has also got critical drawbacks. Speculative execution 

of these loads might have a big penalty when the prediction is incorrect. 
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In this study, we introduced Address Correlation, by extending the two complementary 

studies: store value locality and frequent value locality. Address correlation is based on 

the dynamic linking of addresses that store the same value. This run-time correlation can 

be used to improve the performance of on-chip data caches by forwarding data to the 

processor on a miss that is already resident in the cache at other correlated addresses. 

Address correlation is a non-speculative method to exploit the value locality based on the 

same values written to different addresses in memory. Instead of a history table, as in 

value reuse and value prediction techniques discussed above, we maintain an address 

correlation table. The addresses that contain the same data are correlated at run-time and 

this information is used on a miss of a requested address in L1 data cache. 
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Chapter 7  
 
Conclusion 
 

 

In this dissertation, we focus on designing ways of improving memory performance 

through the addition of novel functionalities in the memory system. Specifically, we have 

proposed two different techniques to hide the latency for memory accesses: Incorrect 

Speculation and Address Correlation. Both techniques, while based on different ideas, try 

to reduce or eliminate the misses in the data cache either by prefetching or data 

forwarding. The two techniques of prefetching and data forwarding by correlated 

addresses, are complementary, one trying to bring the data into the cache before it is 

requested by the processor, and the other trying to forward the data that is already 

residing in the cache at one or more correlated addresses on a miss of a requested address.  

 

In the first approach, incorrect speculation (wrong execution), we have examined the 

effect of executing load instructions issued from a mispredicted branch path (wrong-path) 

or from a misspeculated thread (wrong-thread) on the performance of a concurrent 

multithreaded architecture. We find that we can reduce the cache misses for subsequent 

correctly predicted paths and threads by continuing to execute the mispredicted load 

instructions even after the instruction- or thread-level control speculation is known to be 

incorrect. 
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Executing these additional loads causes some cache pollution by fetching never needed 

blocks and by evicting useful blocks needed for the later correct execution paths and 

threads. This effect is likely to be more pronounced for low associativity caches. In order 

to eliminate the potential pollution caused by the mispredicted load instructions, we 

introduced the small, fully-associative Wrong Execution Cache (WEC).  Our simulation 

results show that the WEC can improve the performance of a concurrent multithreaded 

architecture up to 18.5% on the benchmark programs tested, with an average 

improvement of 9.7%.  This performance improvement comes from reducing the number 

of cache misses by, typically, 42-73%.While this study has examined the effects of 

several parameters on the performance of the WEC, there are still many important factors 

left to be considered, such as the effects of memory latency, the block size, and the 

relationship of the branch prediction accuracy to the performance of the WEC.  

 

The WEC proposed in this work is one possible structure for exploiting the potential 

benefits of executing mispredicted load instructions. Although this current study is based 

on a multithreaded architecture that exploits loop level parallelism, the ideas presented in 

this paper can be easily used in all types of multithreaded architectures executing general 

workloads.  

 

Our study indicates that the execution of wrong-path loads has significant potential for 

improving memory access times in highly aggressive processor designs. The Alpha 

21264 and the IBM Power4, for instance, both incorporate a load miss queue (LMQ) to 

keep track of L1 cache misses. Instructions are flushed from the pipeline when a branch 

misprediction occurs. However, entries in the LMQ are simply marked instead of being 

flushed. When the data returns for an entry that is marked in the LMQ, it is put into the 

L1 cache, but it is not written to the register file. In the WEC design presented in this 

paper, we go one step further than existing processors by intentionally continuing to 

execute as many ready loads as possible down the mispredicted branch path even after 
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the branch is resolved, as long as there are memory ports available. A mechanism such as 

the LMQ can be used to determine whether a value should be put into the WEC after the 

miss is serviced rather than making this decision at issue time. This delay in determining 

what should be placed in the WEC should further increase its potential performance. 

 

While this study has examined the effects of several parameters on the performance of 

the WEC, there are still many important factors left to be considered. For instance, 

increasing the processor’s issue width will tend to cause more wrong-path loads to be 

executed. Furthermore, additional work still needs to be done to fully understand the 

relationship of the branch prediction accuracy to the performance of the WEC. 

 

In the second approach, we have demonstrated a new approach for exploiting value 

locality. Based on the concepts of store value locality [Smi81] and frequent value locality 

[Smi84], we proposed a new technique, Address Correlation, to link different addresses 

that contain the same data. We showed that supplying the requested data from different 

addresses that contain the same data value can substantially reduce the data cache misses 

and can also service partial hits faster. Our detailed source code-level analysis of 

programs shows that semantically equivalent information, duplicated references, and 

frequent values are the major causes of the address correlations. Taking advantage of 

duplicated references has further potential to benefit objected-oriented design with its 

extensive usage of aggregation classes.  

 

The next step of this study is to develop a feasible implementation of the ACS. According 

to our profiling results, a useful correlation can usually be found in cache lines that are 

physically close to each other. Furthermore, the number of addresses that can be usefully 

correlated is usually bounded. Our preliminary experiments show that an ACS with 1-2 

correlations for a value can usually provide comparable performance results to that of the 

upper bound study given in this paper. We anticipate that the number of addresses that 

have correlations also can be limited with an effective replacement policy. In addition, 
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with an efficient algorithm for identifying these addresses, we can create the correlation 

with low hardware overhead and low searching latency. 
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