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Abstract—

We proposethe use of the Con dence Interval of estimated
Mean (CIM), a metric based on statistical sampling theory, to
evaluate the quality of a given phaseclassi cation and for com-
paring different phase classi cation schemes.Previous reseach
on phaseclassi cation usedthe Weighted Average of Coef cient
of Variation (CoVwa) to estimate phase classi cation quality.
We found that the phase quality indicated by CoVya could be
inconsistentacrossdiffer ent phaseclassi cations. We explain the
reasonsbehind this inconsistency and demonstrate the incon-
sistency using data from several SPEC CPU2000 benchmark
programs. We show that the Con dence Interval of estimated
Mean (CIM) correctly estimatesthe quality of phaseclassi cation
with a meaningful statistical inter pretation.

I. INTRODUCTION

In recentyears, program phaseclassi cation and predic-
tion techniqueshave witnesseda suge of interestin com-
puterarchitecturaesearchPhaseclassi cationandprediction
schemesrewidely usedto acceleratanicroarchitecturesim-
ulation by choosinga limited numberof samplesfrom each
phaseand to improve the performanceof adaptve systems
suchasdynamichardwareadaptationdynamictranslationand
optimizationsystems.

Phaseclassi cation schemedglivide the dynamicinstruction
streaminto a sequenceof x ed or variable length intervals.
The similarity of speci c characteristiczollectedfrom each
interval of execution is used to group the intenals into
phasesPhaseclassi cation schemediffer basedon the type
of characteristicscollected from the program and on the
algorithm usedto perform phaseclassi cation. For example,
Simpoint[1], a popularofine phasedetectionschemecol-
lects basic block vectorsfrom eachinterval and usesthe k-
meansclusteringalgorithmto classify the intervals into a set
of phases.

The quality of a setof phasess evaluatedoy measuringhe
homaeneityof the performancecharacteristicsof the detected
phasesin [1]-[5], the Coefcient of Variation (CoV) of the
performancecharacteristicof the phaseds usedto estimate
the homogeneityof eachphasedetectedfor a program.CoV
of a phaseis calculatedby dividing the standarddeviation of
the performancecharacteristic®f the phaseby the mean.The
lower the CoV, the higherthe stability of the detectedphases.
The weightedaverageof the CoV hasbeenusedin [1]-[5]
to summarizethe CoV obtainedfor eachphaseinto a single
numberWe useCoV ,, to denotethe weightedaverageof the
CoV.

In this paper we examinedwhetherCoV ,, is a consistent
metric in estimatingthe homogeneityof the detectedphases.

We foundthat CoV,, could give misleadingresultsfor phase
classi cation data. As an alternatve, we proposethe use of
the Con dence Interval of the Estimated Mean (CIM), a
metric derived from statisticalsamplingtheory to consistently
estimate the homogenietyof the classi ed phasesand to
comparethe quality of phasedetectionschemesWe showv
performancedata collectedfrom the SPEC2000benchmarks
to supportthis obsenration.

Il. MOTIVATION

Phaseclassi cation divides the dynamicinstructionstream
of a programinto N intervals,asshavn in Figurel. Intervals
exhibiting similar programcharacteristicaregroupedinto the
samephase.The coefcient of variation(CoV) is usedin [2]
to evaluatethe homogeneityof the performanceharacteristics
of thephasesletectedy variousphaseclassi cationschemes.
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Fig. 1. PhaseClassi cation: Programis divided into N x ed intenals.
Phaseclassi cation schemeclassi esrg\l intenalsinto L phasesPhase has
N; homogeneouintenals. SoN = = L, N;.

The CoV of a phaseis a dimensionlessquantity that
measureshe amountof performancevariationwithin a phase.
It is calculatedusing the formula CoV = Xi whereS is the

standarddeviation of the phase X is the meanperformance
of the phaseand X & 0 [6]. The CoVs of different phases
of a programare typically reducedto one numberto enable
comparisonof different phaseclassi cationsof a benchmark
program.This is done for eachphaseclassi cation scheme
by taking the weightedaverageof the CoV's of the multiple
phases.The weightedaverageof the CoV, denotedCoV .,
is calculatedusingthe formula

S
CoVya =

i=1
whereL is thetotal numberof phasegletectedn the program,
N; is thenumberof intervalsin prp?lse' CoV is thecoefcient
of variationof phase, andN = L _, Nj is the total number
of intenvalsin the program. Notethat if the numberof phases
L=1, thenCoV,,, reduceso CoV.

NE oy, (I1.1)



CoV ., Is usedto measurahe quality of phaseclassi cation
or to comparedifferent phaseclassi cation schemesn [1]-
[5]. Thesetof phaseshathasthe smallestvaluefor CoVy, is
consideredhe mosthomogeneousndthe phaseclassi cation
schemethat generateghis set of phasess consideredo be
superiorto otherschemesinderconsideration.

TABLE |
PERFORMANCE STATISTICS OF A HYPOTHETICAL PROGRAM

Statistics Original | With PhaseClassi cation |
Data | PI] P2 ]
Numberof Intervals 30,000 | 10,000 20,000
Mean 2.43 0.29 3.49
SD 1.55 0.60 0.03
%CoV 63.89 | 207.72 0.8

Let usconsidera hypotheticalexampleprogramdividedinto
30,000 x ed length instructionintenals. Let the intenals in
the programbe classi ed into two phasesP1 and P2, with
10,000and 20,000intenals in the two phasesyespectiely.
The mean,standarddeviation andCoV of the performanceof
the programbefore and after phaseclassi cation are shavn
in Table I. The CoV before phaseclassi cation is 63:89%
and the CoV, after phaseclassi cation is 69:68%, which
is 8:43% more than the CoV before phase classi cation.
Thesevaluesindicate that phaseclassi cation has degraded
the homogeneityof the programbehaior. This conclusionis
counterintuitive, however, sincethe standardleviation of each
phaseafter phaseclassi cation is reducedwhen comparedo
the standarddeviation of the entire program.

TABLE I
PERFORMANCE STATISTICS OF A HYPOTHETICAL PROGRAM WITH THE
MEAN SHIFTED BY 0.5

Statistics Original | With PhaseClassi cation |
Data | PI] P2 ]
Numberof Intervals | 30,000 [ 10,000 20,000
Mean 2.93 0.79 3.99
SD 1.55 0.60 0.03
%CoV 53.00 | 76.15 0.72

Now, let us shift the databy adding0:5 to the performance
of every interval of the program,as shovn in Table Il. A
linear shift in the datachangeshe meanvalue, but doesnot
affect its standarddeviation since shifting the datadoesnot
changethe distribution of the dataaroundthe mean.The shift
increaseshe meanin Table Il by 0:5 comparedto that in
Tablel, while keepingthe standardieviation unchangedSince
CoV is the ratio of the standarddeviation to the mean,the
increasen the value of the meancauseghe CoV in Tablell
to decreaseNow the CoV beforephaseclassi cationis 53%
while the CoV,, after phaseclassi cationis 25:89%, which
is 51:2% smaller when comparedto the CoV before phase
classi cation. Hence for the shifted data,the metricsindicate
thatthe phaseclassi cation hasimprovedthe homogeneityby
51:2%.

The above exampleclearly indicatesa problemwith using
CoVy., to evaluatethe quality of programphaseclassi ca-
tions. In this example,the magnitudeof averageperformance
within eachphasehasa large effect on CoV,,. The apparent

gain in homogeneitydue to phase classi cation indicated
by CoV. can be changeddramatically by changingthe
averageperformancef eachphasewhile keepingthe standard
deviation constant.

CoVy, can be meaningfully applied and correctly inter-
preted only when the meanis proportionalto the standard
deviation in all of the data setsfrom which the CoVs are
derived [7], [8]. In other words, CoV, hasa meaningful
statisticalinterpretationonly when we have prior knowledge
thatall phasesletectedn a programhave the sameunderlying
CoV and that the differencesseenin the CoVs are purely
dueto randomvariations.This conditionis very restrictve and
neednotbesatis ed by the setof phasesletectedn aprogram.
The example shawvn in this section violated this condition
to a greaterdeggree, and hencecountefintuitive resultswere
obtained. The effects of using CoV,, when analyzingthe
quality of phaseobtainedin the SPECCPU2000benchmark
programsis discussedn SectionlV.

In the next section,we describethe Con dence Intenval
of estimatedMean (CIM), a metric derived from statistical
sampling theory CIM can be used instead of CoV, to
estimatethe quality of phaseclassi cation schemes.

I11. CONFIDENCE INTERVAL OF ESTIMATED MEAN (CIM)

The Con dencelntenal of EstimatedMean,denotedCIM,
is ametricderivedfrom statisticalsamplingtheory In Sections
[1I-A andlll-B we discusghetheorybehindCIM andexplain
how it can be usedto evaluate programphaseclassi cation
quality.

A. CIM Theory

Let a programs dynamic instruction sequencebe divided
into N equalintervals, asshawn in Figure2(a).Let X bethe
averageperformanceof the N intenals of the program.X  is
calculatedusing the formula [6],

i—1 Xi
N

wherex; is the performanceof the i interval. X is typi-
cally estimatedusinga microarchitecturesimulatorduring the
design stagesof the microprocessorThe large numbersof
intervals in benchmarkprograms,when combinedwith slov
microarchitectursimulatorsmake it practicallyimpossibleto
measurethe performanceof completebenchmarkprograms.
Simple RandomSamplingis one way to solve this problem.
In simple randomsamplingan estimateof the averageper
formanceof the program can be obtainedby measuringin
detail only a smallnumber(n) of randomlyselectedntervals.
The averageperformanceobtainedby measuringn intenals,
denotedX, is calledthe estimatednean It is computedby the
formula [6], p
n
i=1 Xi
n

Figure 2(a) shavs how n intervals can be sampledfrom N
intervals in k different experiments(trials). There are k =
ﬁ differentwaysto selectn randomintervals from the N
possibleintervals. Each selectionhas a unigue value for X,
which could be similar to or differentfrom X, the true mean

of the N intenals. The ﬂ estimatesof meanperformance

Y:
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Fig. 2. Simple RandomSamplingand Strati ed RandomSamplingof Intervals in a program

form a distribution aroundthe true meanX . This distribution
is called the samplingdistribution. If n is reasonablylarge
(n > 30), then accordingto the Central Limit Theorem,the
samplemeansare normally distributed aroundthe true mean
X, asillustratedin Figure2(c). Thestandarcerrorof estimated
meandenoteddoy SE (X), measureshe spreadf the sampling
distribution around the true mean X . SE (X) is calculated
usingthe formula[6],
r—
- S (N n)
SE(X) = % N

whereS is the standarddeviation of the N intervals,andn is
the number of intervals that are sampledfrom N intervals.
SE (X) is usedto estimatethe accurag of the sampling
processA small SE (X) implies that the differencebetween
mostof the ': estimatef the mean,x, andthe true mean,
X, is small.

The con dence interval of the estimatedmean can be
calculatedusing the formula [6]

X Z; =2SE(X)

wherez; -, is the 100(1 =2) percentileof the standard
normaldistribution [6]. Herez; - ,SE (X) is thewidth of the
interval. CIM is the percentagef the width of the con dence
intenval with respectto its mean.lIt is calculatedusing the
formula [6],

Z1 = QSE (Yst)

X

Simple randomsamplingis the simplestform of statistical
sampling.It doesnot require phaseclassi cation of the in-
tervals. SMARTS [9] is a form of simple randomsampling
frequently appliedto microarchitecturesimulation. The only
way to reduceSE (X), the error in the estimatedmean,in
simple randomsamplingis by increasingthe value of n.

Strati ed random samplingis anotherform of statistical
samplingwhich exploits the phasebehaior of the programs
to reduceSE (X), without requiring an increasein the value
of n. Large reductionsin SE (X) canbe obtainedif the phase
classi cationis donesuchthatthe performancef theintenals
within a phasearesimilar to oneanotherandthe performance
of the intenvals acrossphasesre different.

In strati ed randomsampling,shavn in Figure 2(b), the N
intervals of the programare rst splitinto L groupsor phases,
with the i" phasecontainingN; intenals. In eachphasei,

CIM = 100

n; intenals arerandomlyselectedand measuredasshawvn in

Figure2(b), to getan estimateof the meanfor thatphaseThe
numberof intervals measuredrom eachphasen;, is obtained
from n usingNeymanallocation[6]. n; is calculatedusingthe

formula [6],
W; S
ni =n . i

where W, ’;‘\,—' and S; is the standarddeviation of the i
phase.The estimateof the meanperformanceof a phasei is
obtainedfrom the formula[6],

nj .
j=1%i

N;

Xi =

The meanperformanceestimatesof L phasesare combined
togetherusing the formula[6],
P L —

i=1 WiXi

Xst =
S n

to obtainthe estimateof the meanperformancef thecomplete
program.
Figure 2(b) shavs how n samplescould be selectedfrom
L phasesin k different experiments(trials). Therearek =
NeoN: Nt differentways to selectn randomintervals
from L phasegesultingin k differentestimatesf the mean.
Theseestimatesform a normal distribution aroundthe true
mean,X . SE (X ) denoteghe standarcerror of the estimated
meanin strati ed randomsampling.It is calculatedusingthe
formula [6],

—
o<

S?
N : ) n;j
NotethatwhenL = 1, theformulafor SE (X ) reducego the
formula for SE (X). The con denceinterval of the estimated

meancan be found using the formula [6]

Xst 21 =2SE (Xst)

wherez; - , is the 100(1 =2) percentileof the standard
normal distribution [6]. We de ne CIM as the percentage
width of the upper (or lower) con dence limit with respect
to the mean.lt is given by the formula,

Zl = 28E (Ygt )
Xst

CIM = 100



A smallerCIM indicatesthatthe meanperformancesstimates
(Xst) of mosttrials is closeto the true meanX. A set of

phaseswith the smallestvalue for CIM is consideredo be

more homogeneouthanary othersetof phases.

B. Using and Interpreting CIM in PhaseAnalysis

Phaseclassi cation schemesgroup intenals with similar
performancebehaior into the samephase.One application
of phaseclassi cationis to acceleratanicroarchitecturesim-
ulation by measuringonly a small numberof representate
samplesfrom different phasesFor this applicationthe value
of CIM directly yields the expectederror in the average
performanceestimateobtainedby the samplingprocess.For
example,if the value of CIM is 3% for a setof phasesvhen
Z; = o andthe numberof samplesn is setto 1:96 and 100
respectrely, it implies that we can expect the error in the
estimatedneanto bewithin 3% of theactualmean95% of the
time, whenwe measurel00 intenals from the program.The
valueof z; - 5 andn canbechangedaccordingto thedesired
accurag and the numberof samples.Thus, by using CIM,
we can directly comparethe error in the estimatedaverage
performancefor different phaseclassi cationsto choosethe
onewith the desiredaccurag.

Another applicationof phaseclassi cation is in run-time
systemswhere phasedetectionand prediction are used to
decide when to apply costly operationssuch as binary re-
optimization,microarchitectureecon gurationor codetrans-
lation. Oneattribute usedto measurehe performancef arun-
time phaseclassi eris thehomogeneityof the detectecphases.
CIM canbe usedto measurghe homogeneitysince,given a
x edvaluefor z; - 5 andn, CIM for a setof intenals can
be madesmalleronly by reducingthe variancein performance
of someor all the phasedletectedby the phaseclassi cation
schemeA lower value of CIM implies thatthe setof phases
is morehomogeneouwthencomparedo anothersetof phases
with a higher CIM value.

IV. EVALUATION
A. EvaluationMethodolgy

We evaluated CoV,, and CIM for phasesdetectedby
the Simpoint[10] phaseclassi cation algorithmin the SPEC
CPU2000 benchmarks.Table 1l shavs the details of our
experimentalsetup.

B. Results

In section ll, we sav that the inconsisteng in CoV .,
when evaluating the homogenietyof phasesdependson the
relationshipbetweerthe standardleviation of the performance
of the intervals in eachphasewith the meanperformanceof
the intenals in each phase.In this sectionwe will analyze
the extent to which CoV,,, is inconsistentwhen it is used
to evaluate the homogenietyof phasesin SPEC CPU2000
benchmarksin sectionlV-B.1, we will usegccg asanexample,
to explain in detail the effect of using CoV,, to evaluatethe
homogenietyof the phasesdetectedby the Simpoint phase
classi cation algorithm. In sectionlV-B.2, the resultsfor rest
of the benchmarksn the SPECCPU2000benchmarksuiteis
analyzed.

TABLE 1lI
EXPERIMENTAL SETUP

[ Configuration [ Description ]

Hardware Itanium-2900Mhz,1.5MB L3, 1GB RAM

oS RedhatLinux Kernelv2.4.18-e37

Compiler gcc v3.4 suite, —O3 Opt level

Performance Modi ed version of HP pfmon. Measurements

Measurement repeated? times and medianvalue usedfor all
calculations

InstrumentationTool CustomPIN InstrumentatiorTool to collectBBV
Vectors

PhaseClassi cation Simpointv3.2

10 Million Instructions

Variedfrom 1 to 20

ammp.ref, applu.ref, apsi.ref, art.c756he.110,
bzip2.programgrafty.ref, equale.ref, eon.kajiya,
gcc.166.i, gzip.source, mcf.inp, mesa.ref,i
mgrid.ref, perl.splitmail.850, parserref,

sixtrack.ref,swim.ref, twolf.ref, vortex.lendian1,
vpr.route, wupwise.ref

Interval Size
Numberof Phases
BenchmarkandInput
set

1) Detailed Analysis of gcc: The performancedata col-
lectedfor eachinterval in gcc are Back-endpipeline stall cy-
cles.They arethenumberof cycleswithin aninterval whenthe
pipelinein the Itanium-2stallsdueto cachemissesthebranch
mispredictionand dependeng betweenoperands.Back-end
pipelinestall cyclesarewidely usedto understandhe effect of
code schedulingoptimizationsin improving the performance
of the Itanium-2.The referencdanput setusedto generatehis
datais 166.i Figures3(a), 3(b) and 3(c) shav how Simpoint
classi esgccinto 2, 3 and4 phasesrespectiely. Eachunit in
the x-axis representslO million committedinstructions.The
y-axis, in log-scale,is the numberof back-endpipeline stall
cycles.Eachpointin the graphrepresentshe numberof back-
end pipeline stall cycles obsered for 10 million instruction
intenalsin gcc

In Figure 3(a), Simpoint has classi ed almost all the
intervals with back-endpipeline cycle stalls greaterthan 1.1
million into phaseP1 andthoselessthan1.1 million into P2.
Intuitively, this classi cation makes the data more homoge-
neouswithin eachphasewhencomparedo the casewhenall
the datais put in onephase(i.e., whenno phaseclassi cation
is performedon the data).In Figure 3(b), someintenals that
have back-endpipeline cycle stalls in the range 1.2 Million
and 10 Million are removed from P1 and classi ed as P3.
SinceP1still hasmary intervals with back-endpipelinecycle
stalls betweenl.2 Million and 10 Million, the improvement
in homogeneitywhengoing from 2 phasego 3 phasesannot
be greaterthanthe improvementin homogeneitywhen going
from 1 phaseto 2 phases.

Figure 4 plots the percentagémprovementin homogeneity
in back-endpipeline stall cycles as measuredcby CIM and
CoVa Whenthe numberof phasesn gccis increasedrom
2 to 4. We obsenre that the improvementin homogeneity
suggestedby CoV, is only 1.59%whengoing from 1 phase
to 2 phasesand around 9% when going from 2 phasesto
3 phases.Thus, if we use CoV,, to determinethe phase
classi cation, we would concludethat going from 1 phase
to 2 phasess lesseffective in improving homogeneityin the
back-endpipeline stall cycles in gcc than going from 2 to
3 phases.This conclusioncontradictsour previous intuition
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gccwhenall the intervals are put in one phase.

that the graphsin Figure 3 suggestedThe improvementin
homogeneityshavn by CIM matchesour intuition. It showvs
improvementsof 29% and 7% whengoing from 1 phaseto 2
phasesandfrom 2 to 3 phasesrespectiely.

Similarly, whengoing from 3 to 4 phasesSimpointmaoved
someintenals which had back-endpipeline stall cycles be-
tween 9 Million and 10 Million from phaseP1 into P4.
Intuitively, this phaseclassi cation cannot be worse when
comparedto the classi cation into 3 phasesbecausdor the
classi cationinto 4 phasesSimpointmoved a setof intervals
with similar performancebehaior from a highly variable
phaseP1 into P4. In Figure 4 though,CoV,, indicatesthat
the homogeneityof 4 phasesis worse when comparedto
having 3 phaseswhich is counterintuitive. This trend was
alsoseenwhenusing CPU cyclesinsteadof back-encdpipeline
stall cycles asthe performancemetric. Again, CIM indicates
a trend that matchesour intuition.

Figure 3 clearly shawvs that Simpointgroupsintervals with
similar performancénto phasedut the quality of the phasess
not correctlyre ectedby CoV .. Thereasorfor this behaior
is the impact of the averageperformanceof the phaseson
CoV ., asdiscussedn Sectionll.

2) AnalysingRestof the Bentimarks: Figure 5 shavs the
percentagémprovementin homogeneityin back-endpipeline
stall cyclesasmeasuredby CIM andCoV , whenthenumber
of phasess increasedrom 2 to 20 in 21 benchmarksrom
the SPEC CPU2000 benchmarksuite. We can cateyorize
the benchmarksinto three groups basedon the amount of
inconsisteng betweenCoV,, and CIM.

bzip2 perl and gcc belongsto the rst category where

(b) ThreePhases

3000 4000 5000 6000 0 1000 2000 3000 4000 5000
(c) Four Phases

6000

The back-endpipeline stall cycles are classi ed into (a) two, (b) threeand (c) four phaseausing the Simpoint phaseclassi cation.

CIM and CoV, shaows totally different trendsfor the ho-
mogenietyof phasesFor example,in bzip2 CIM indicates
animprovementin homogeneityby 32.09%whenfour phases
aredetectedn the program.For the samephaseclassi cation,
CoVy, indicatesan 18.38% deggradation in homogenietyof
the phasesin perl, CoVy,., indicatesthat the homogenietyof
the phasesvhenthe numberof phaseds increasedrom 2 to
20 is worse when comparedclassifyingall the intenals into
one phase(ie., when no phaseclassi cation is performed).
CIM indicatesa smallimprovementin homogeniety(< 20%)
whenthe numberof phasesn perl is increasedrom 2 to 20.

In ammp apply apsi equale, gzip, mcf parser, vor-
tex, swim sixtradk, vpr and wupwisebelongsto the second
catgory, where CIM and CoV, shavs similar trendsin
improvementof homogenietybut the magnitudesof the im-
provementsn homogenietyaredifferent.For example,in mcf,
the improvementin homogenietyindicatedby CIM is 10%
higherwhen comparedo that indicatedby CoV,, whenthe
numberof phasesn the programis greaterthan 8.

The rest of the programs namely crafty, eon twolf,
mgrid,mesaand art belongto the third cateyory. Thesepro-
gramshave very stablebehaior throughoutthe execution of
the program.The meanand stadarddeviation of the phases
detectedn theseprogramsdoesnotvary for ary phaseclassi -
cation.For theseprogramsthe improvementsn homogeneity
dueto phaseclassi cation as indicatedby CIM and CoV .,
arevery similar.

V. CONCLUSION

We analyzedhe useof WeightedAvearageof Coefcient of
Variation(CoV ;) for evaluatingthe quality of programphase
classi cations.We found that the quality of phasesndicated
by CoV. could be inconsistentand counterintutive under
certain conditions.We demonstratedhis effect using perfor
mancedatacollectedfrom the SPECCPU2000benchmarks.
We introducedthe Con dence Intenal of estimatedMean
(CIM), ametricfrom statisticalsamplingtheory thatcorrectly
andconsistentlyestimategshe homogeneityof phasesFinally,
we discussedhe statisticalinterpretationof CIM anddemon-
stratedits use for estimatingthe quality of program phase
classi cations.
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